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Abstract

On most software projects, the majority of costs are spent on maintenance.
Software erosion can be a real concern for developers as projects grow in both size and
complexity. Axivions Bauhaus Suite provides tools to combat erosion and improve main-
tainability.
While C# is currently supported, the solution does not take advantage of Microsofts
Roslyn. Being a "compiler as a service", Roslyn allows developers to interact with the
compiler rather than seeing it as a blackbox.
As a result, it can be used to create a dependency graph for a given project, using infor-
mation provided directly by Roslyn rather than a third-party parser.
Thus, the goal of this work was to create a program that would achieve this: C#-To-RFG.
Dead code, cycle and architecture analyses can run on the resulting graph to fight soft-
ware erosion. This is demonstrated by running them on the graphs of several open source
projects as well as on C#-To-RFG itself, as it is written in C#.
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1 Introduction

1.1 Motivation

1.1.1 Software Erosion

As software projects grow in size and complexity, software erosion becomes a key con-
cern for developers. While it may be relatively easy to detect duplicate or dead code when
dealing with several hundred lines of code, it is not an easy feat to do so when dealing
with thousands or even millions of lines.
This is what Axivions Bauhaus Suite[axia] is designed for. It allows developers to make
analysis like dead-code or cycle detection part of their build process. As a first step,
source code is converted into Axivions own intermediate representation, which can be
viewed and analysed itself. While analysis like duplicate code can be run on this, it is
much easier to run other analysis like dead code by converting it to a dependency graph.
Checking whether a node can be reached by any path from a programs entry point to de-
termine dead code is simpler than searching through millions of lines of code for potential
calls after all.
Results of these are passed onto developers alongside each new build and can then be
taken into account when moving forward.
The suite currently supports C, C++ and C#. As one may wonder why it would make
sense to write a bachelor thesis on a language already supported, there is a good reason
for it: Roslyn[NWGH12].

1.1.2 Roslyn

Even though the Bauhaus Suite is already compatible with C#, it is currently not using
Roslyn. One distinct advantage of Roslyn is that it is the actual C# compiler provided by
Microsoft. Meaning that the syntax tree it provides is the same one being build when you
compile your software. Therefore, one can be sure of its accuracy, including any quirks
and bugs C# may contain. It would be impossible to prove that a third-party parser is
absolutely valid, while it is a given when using Roslyn.
Keeping a parser for C# up to date is not an easy feat to achieve either. On the other
hand, Roslyn is updated alongside each iteration of C#, so instead of waiting for a parser
to implement new features, one can directly start accessing them using Roslyn.
It also provides more features than a traditional parser, among these is the semantic
model. I will give a more detailed explanation of Roslyn and the semantic model in the
next chapter. As a result of these factors, the idea behind this thesis is to write a program
that creates C# dependency graphs from source files by taking full advantage of Roslyn:
C#-To-RFG.
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1.2 Structure of this thesis

The upcoming five chapters will contain the following: The next one, chapter 2, will pro-
vide background information on topics this thesis is based upon, like C#, Roslyn and the
Bauhaus project. Chapter 3 will discuss the implementation of C#-To-RFG, including the
language schema for C#. As well as an example call to go over the main steps taken
from reading the input file(s) to creating the dependency graph itself.
In chapter 4, this paper will be evaluated by discussing the analysis of five projects: C#-
To-RFG itself as well as four open source C# projects: Unity, SharpDX, Vortice and JSon.
Following these, this thesis will be compared to similar works and its correctness as well
as its performance assessed. Afterwards, Chapter 5 will provide an outlook by discussing
aspects of C# missing from the dependency graph, how it could be expanded with new
features added to C#, a look at alternatives to the Python-API that is currently being used
to generate the graph as well as a ideas to improve performance. Lastly, chapter six 6
will summarize the results of this thesis.
The appendix contains a bibliography alongside a list of all figures and tables used.

2 Basics

2.1 Bauhaus and Axivion

Originally, the Bauhaus project started in 1996 at the University of Stuttgart in cooper-
ation with the Frauenhofer Institute For Experimental Software Engineering [Kos08]. It
researches methods and tools to analyse software and improve maintenance. The main
goal is to reduce maintenance cost and provide developers tools to combat software
erosion in an effective manner. As one of its founders, Rainer Koschke, moved to the
University of Bremen in 2004 it became part of the Bauhaus project as well.
In 2006, several members of the Bauhaus project founded the company Axivion GmbH
[axib]. It offers tools based on the Bauhaus project as commercial applications to assist
companies all over the world with maintaining their software. As they still work closely
together with the University of Bremen, they can put theory into practice while also using
their industry experience to create new research topics.
Axivions main product is the Axivion Bauhaus Suite [RVP06]. It provides a set of analysis
tools to aid developers of C, C++ and C# projects.
Source projects are converted into two formats: An intermediate representation called
"Intermediate Language" (IML) and a dependency graph called "Resource Flow Graph"
(RFG). The latter is relevant to this thesis, so I will describe it in more detail in the next
section.
Analysis are then run on these two formats, whose results are used to improve both the
quality and maintainability of a given software project. These include, amongst others:
Architecture checks, cycle and dead-code detection, clone management, metric analyses
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and style checks.

2.2 Dependency Graph

Axivions Resource Flow Graph is a dependency graph that represents an abstraction of
source code. It consists of nodes that represent language constructs like methods or
classes. These can contain attributes to further describe a given node, for example indi-
cating that a method is a constructor. One can also set details about the corresponding
source file, creating a connection between nodes and source code. These nodes are
then connected via edges that represent relations between nodes, like method calls or
the use of a field variable.
Each graph consists of different views. Some represent the hierarchical structure within
a project, while others may show source files or focus on call edges between nodes.
One of Axivions tools, Gravis, or Graphic Visualiser[Gmbb], can be used to view this
graph. It can then also be utilized to run several analyses on a given graph and even sup-
ports custom analyses. It also offers filters in order to only view certain nodes or edges
of a given project.

2.3 C# and the .NET framework

C# started out as "Cool" or "C-like Object Oriented Language" in 1999 [HWG03]. In a
way this name reflects C#s original intend: Creating a new programming language, static
like the widely popular C, that included native support for object-oriented programming.
It can also be compared to Java, as portability is one of its key aspects. While Java runs
on the JVM, C# runs on the .NET framework.
As a result, it is owned and developed by Microsoft. While there are versions of the .NET
framework available for other operating systems, like Mono[mon] on Linux, it is best used
on Windows using Microsofts Visual Studio IDE[Cho19].
While object orientation was a key concept in the beginning, it now also involves impera-
tive, declarative and functional aspects as well as a few dynamic aspects like reflections.
As Microsoft purchased github in 2018[msm] they began releasing the .NET source code
on github[dot], where the project is now being maintained. This allows developers from all
over the world to directly interact with Microsofts engineers and submit ideas and bugs.
While C# software can be run, at least on Windows, as native .exe files, they can also be
compiled into so called assemblies, or .dll files. These can then be included as libraries
into other projects. Similar to Java .jar files, they contain byte code to be run on the .NET
framework. These assemblies, alongside .cs source files, are the basis from which a
given dependency graph is created by C#-To-RFG.
C# projects are contained in solution files, which in turn include project files. Microsofts
"MSBuild" uses these for compilation. They contain valuable information regarding a
given project, like which version of the standard library is being used or what other exter-
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nal libraries are included. Any construct within C# is part of a namespace, which is used
to unambiguously solve identifiers.
Another key aspect of the .NET enviroment is the Nu-Get package manager[nug]. It is an
easy tool to manage packages, or third-party libraries, within a project. Using Nu-Get, or
Visual Studio, developers can easily download and include any package that their project
may require.
The most important aspect of C# for this thesis, however, is Roslyn:

2.4 Roslyn

Roslyns motto is to provide a compiler as a service. It provides an API for developers to
interact with the compile process itself.
As previously mentioned, one of the tools Roslyn provides is a syntax tree. While this
does include a regular syntax tree like other parsers do, it also includes the ioperation
tree. This tree provides a higher level of abstraction than the syntax tree. Luckily, devel-
opers can use both in tandem, like I did in this thesis, to pick whichever is better suited
for the current task.
Where Roslyn really differentiates itself from a parser, at least in the context of this paper,
is the inclusion of the semantic model. Rather than being able to dissect the token stream
of a given input file, this allows programmers to also query the meaning behind tokens.
For example, it allows one to directly go to the definition of a called method or query the
type of a variable that is being used.
While Roslyn also provides visitor patterns to go over all nodes within a given syntax tree,
one can use the Linq[lin] library to filter out specific nodes. As not all aspects of C# are
represented in the RFG, the latter was used in this paper instead of a traditional visitor
pattern.
Roslyn can also be used to alter a project, for example to fix style violations. However,
for this thesis the main aspects of Roslyn that were used are the syntax and ioperation
trees as well as the semantic model. As Roslyn is the C# compiler, it can also provide
information regarding any assemblies used within a project which was also very useful.
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3 RFG schema and implementation

3.1 C# language schema

As previously mentioned, Axivions Bauhaus Suite already includes a solution for C#.

Figure 1: C# RFG language representation from Axivion

Thus, I could use their language schema as a starting point. As one can see, it is a
rather extensive. In order to be able to run dead-code, cycle and architecture analysis
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on my own work as well as several open source projects, I picked the following views,
nodes, edges and attributes from this schema. While not all of them are necessary to
run the analyses, some were included due to ease of implementation and others as they
represent core aspects of C#. All code examples included in this chapter can be found
within the "Test" folder on gitlab[myg]. Those including "docu" in their name are taken
from Axivions documentation[Gmba]. All graphs shown were generated using C#-To-
RFG. Some were merged into single graphs to show multiple examples at once, while
others were edited to omit unnecessary parts for clarity.

3.1.1 Views

3.1.1.1 Code facts and Assembly view Both contain a hierarchical view representing
all nodes and edges of a given program. Usually, the assembly view is used as the
hierarchical view to run architecture checks on, while the code facts view serves as the
base view. However, they also work when using the assembly view as both, at least when
analysing C# programs. I could have only implemented one of these and would have still
been able to run all of my analyses, however as adding a new view to a graph is fairly
simple and all one has to do is make sure the keep track of which node belongs in which
view, I implemented both of them.

3.1.1.2 Call view As the name suggests, this view only includes call edges and the
nodes that call each other. Its main purpose is tracking call paths within a program when
running dead-code and cycle analyses.

3.1.1.3 Entry view This one includes the automatically generated "entry" Node which
has call edges to any entry points of a given program. In the case of C#, this means
any method called "Main". This view is used as a starting point when running dead-code
analysis.

3.1.1.4 Include view This view displays any files included in a given project. As it has
no impact on any analysis I wanted to run, I merely included the given source files of a
project in it. In the case of taking a directory of files as input, those are also included
here.

3.1.1.5 Assembly references view Any assemblies included in a program and edges
indicating references between them are shown here. I decided to not include said edges,
as they are very similar to the result of an architecture check, see 4.1.1.3, where every
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assembly is contained in its own module and none of them are allowed to have depen-
dencies with each other. They are also not used in any analysis I wanted to run, which is
another reason for why I did not include them.

3.1.2 Nodes

Figure 2: Entry and Dynamic node

3.1.2.1 Artificial nodes: Entry and Dynamic There are two nodes that are included
in every graph: Entry and dynamic. As previously mentioned, entry is used to keep
track of a programs main functions. As any variable declared as "dynamic" is only typed
at runtime, not compile time, Roslyn cannot predict its type during analysis. For those
variables, the artificial dynamic node is used to indicate their type.

Figure 3: Namespace node within an assembly node

3.1.2.2 Assemblies and namespaces Assemblies are used to indicate individual projects
within a solution. In the case of using only source files as input, a default assembly called
"?" is created. Any external libraries used are contained within the "libs" assembly. As-
semblies contain the various namespaces within a given project.

3.1.2.3 Classes, structs, enums and delegates Since C# is an object-oriented progam-
ing language, it does include classes which can be used to model complex datatypes.
Structs are containers that can hold variables of different types and enumerators allow
a developer to specify a set of values a variable may take. Lastly, delegates represent
references to methods and are used to pass them as parameters to methods.
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All of these nodes can either be included in a namespace or some of them can also con-
tains each other. For example, a class may contain a struct, an enum or a delegate.

1 p u b l i c c lass AClass
2 {
3 pro tec ted s t r u c t ANestedStruct
4 {
5 }
6
7 pro tec ted i n t e r n a l enum ANestedEnum
8 {
9 Value1 ,

10 Value2
11 }
12
13 i n t e r n a l delegate vo id ADelegate ( ) ;
14 }

Listing 1: Example of a class containing a struct, an enum and a delegate

Listing 1 is an example of one such case. In the corresponding graph, these nodes are
then included within the class node:

Figure 4: Graph of 1

As we can see in figure 4, structs, delegate and classes are represented as class nodes
in the graph, while enums are represented as types.

3.1.2.4 Types Two examples of types were already given: The artificial dynamic node
as well as the enum in listing 1. Besides enums and variable types, they are also used
to indicate what kind of type the local variable, parameter or return type of a method has.
A further example of types will be shown in 3.1.3 when detailing the various kind of "Of
Type" edges.

3.1.2.5 Members Member nodes represent fields and properties of class nodes. These
can be used to save various attributes of a modelled object.
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1 p u b l i c c lass AClass
2 {
3 i n t AFie ld ;
4 }

Listing 2: Example of a field within a class

Listing 2 shows such a class with a single field, while figure 5 shows the corresponding
node nested within the class’ node.

Figure 5: Graph of 2

3.1.2.6 Constants Constant nodes are used to represent the various values a given
enum can take.

1 p u b l i c enum Color
2 {
3 Red ,
4 Blue ,
5 Green
6 }

Listing 3: Example of a an enum and its values

Listing 3 shows an enum "Color" that can only have the values "Red", "Blue" or "Green".
Figure 6 shows these values represented as constant nodes nested within the enum.

Figure 6: Graph of 3
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3.1.2.7 Methods Methods can be used to perform operations on objects or variables
and optionally return them as well. The method node is used both for static methods as
well as those performed on object instances. It is also used to represent several other
kind of methods within C#: Constructors to instantiate objects and destructors to free
their allocated memory; events used to invoke a specific kind of delegate, indexers used
to iterate over container as well as getters and setters for properties.

1 p u b l i c delegate vo id Foo ( ) ;
2
3 pro tec ted s t r i n g AProperty { get { r e t u r n " " ; } set { } }
4
5 p r i v a t e i n t t h i s [ i n t i1 , i n t i 2 ]
6 {
7 get { r e t u r n 1 ; }
8 }
9

10 p u b l i c event Foo AnEvent { add { } remove { } }
11
12 p u b l i c AClass ( )
13 { }
14
15 ~AClass ( )
16 { }
17
18 p u b l i c vo id AnInstanceMethod ( ) { }
19
20 p u b l i c s t a t i c vo id AStat icMethod ( ) { }
21
22 p u b l i c s t a t i c unsafe vo id AnUnsafeStaticMethod ( ) { }

Listing 4: Example of different method types

Listing 4 displays examples of all of these different kinds of methods. The third function
called "this" represents an indexer. These are all represented as method nodes within the
corresponding graph. However, get and set (or add and remove) functions are included
within their respective properties (or events) rather than the class they are contained
in. Figure 7 shows the corresponding nodes within a class. Note that the destructor
(marked with a ˜) in the source code is named "finalize" while the constructor is named
after its class. It should also be noted that in C# any class includes a "default" constructor
regardless of whether one is explicitly created within the source code or not, so at least
one constructor node will always be present in any class.
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Figure 7: Graph of 4

3.1.2.8 Anonymous methods A special kind of methods are anonymous ones. These
represent small functions which can be directly written as part of their call.

1 delegate i n t ADelegate ( i n t parameter ) ;
2 p u b l i c vo id AMethod ( )
3 {
4 ADelegate f1 = x => { Member1 = x ; r e t u r n x ; } ;
5 ADelegate f2 = delegate ( i n t x ) { Member2 = x ; r e t u r n x ; } ;
6 }

Listing 5: Example of a method containing two anonymous functions using a delegate

Listing 5 shows an example of two anonymous functions, while figure 8 shows the corre-
sponding graphs. Note that anonymous functions are named "?" in the graph.

Figure 8: Graph of 5

3.1.2.9 Interfaces Interfaces are a special type of classes that stipulate a contract for
a class. It dictates, among other things, which methods a class must contain. Any class
implementing that interface must then stick to that contract, e.g. implement those meth-
ods. This is useful to allow developers to quickly draw up plans for classes and worry
about the implementation later. It can also be used to create an archetype for a certain
kind of object, which can then be implemented across various classes.



12 3 RFG SCHEMA AND IMPLEMENTATION

1 p u b l i c i n t e r f a c e IForward
2 {
3 vo id Next ( ) ;
4 }
5
6 p u b l i c i n t e r f a c e IBackward
7 {
8 vo id Prev ( ) ;
9 }

Listing 6: Two interfaces

Listing 6 shows two interfaces, each including a single function. When dealing with edges,
we will see how classes implement interfaces. Figure 9 shows the corresponding graph,
where both interfaces are nested within a namespace.

Figure 9: Graph of 6

3.1.2.10 Templates Templates can be used to create generic methods, classes and
interfaces. Generic meaning that their type is only decided once they are being instanti-
ated. We will see instantiated templates when dealing with the corresponding edges.

1 p u b l i c T AMethod<T>(T t )
2 {
3 r e t u r n t ;
4 }

Listing 7: Example of a method template

We can see that the generic type "T" is being declared in sharp brackets as part of the
methods declaration in listing 7. Figure 10 shows the corresponding graph. As we can
see, T is being created as a member node within that function to represent the generic
type. While only a method template is listed here, there are also class and interface
templates. Examples of these can be found within the git repository. Note that the icons
of all these nodes are half empty to indicate a template.
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Figure 10: Graph of 7

3.1.2.11 Files and directories As previously mentioned, files and directories are listed
within the "Include" view. Figure 11 shows two source files, A and B, sitting within a di-
rectory called "TwoFiles".

Figure 11: Graph of two files in a directory

3.1.3 Edges

3.1.3.1 Catch and Throw Exceptions allow developers to try to recover their software
in case something goes wrong during execution rather than letting it crash. They are also
used to give information about the error that occurred. "Throw" allows developers to raise
a specific exception, while try-catch-blocks allow them to deal with them. The following
shows an example of both:

1 p u b l i c c lass AnException : Except ion
2 { }
3 p u b l i c vo id Foo ( )
4 {
5 throw new AnException ( ) ;
6 }
7
8 p u b l i c vo id AMethod ( )
9 {

10 t r y
11 {
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12 Foo ( ) ;
13 }
14 catch ( AnException e )
15 { }
16 }

Listing 8: Example of a throw and a catch

As we can see in listing 8, "Foo" raises an "AnException" while "AMethod" catches it. The
blue catch edge indicates the latter, while the purple throw edge indicates the former in
figure 12. "AMethod" also has a throw edge towards the exception, as "Foo" called within
"AMethod" is throwing said exception.

Figure 12: Graph of 8

3.1.3.2 Calling a method Purple dispatching edges indicate calls to methods of in-
stances, while blue static call edges are used to indicate calling a static method.

1 p u b l i c c lass AClass
2 {
3 p u b l i c s t a t i c vo id AStat icMethod ( )
4 { }
5
6 p u b l i c vo id AnInstanceMethod ( )
7 { }
8
9 p u b l i c vo id AMethod ( )

10 {
11 AClass . AStat icMethod ( ) ;
12 AnInstanceMethod ( ) ;
13 }
14 }

Listing 9: Example of a static and a dispatching call
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Listing 9 shows both types of calls, while figure 13 shows the corresponding graph and
its edges.

Figure 13: Graph of 9

3.1.3.3 Using an enum Edges of the "Enumerator Use" kind indicate the use of an
enum. If we expand listing 3 by the following lines we can create such an edge:

1 p u b l i c Color GetStandard ( )
2 {
3 r e t u r n Color . Red ;
4 }

Listing 10: Addition of an enumerator use to 3

As figure 14 shows, line 3 of listing 10 creates a dark green enumerator use edge, indi-
cating that the function "GetStandard" uses the enum value "Red".

Figure 14: Graph of 10
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3.1.3.4 Extending a class In object-oriented programming, it might be reasonable to
create a base class, which can then be extending by other classes that implement more
specific features. The extending class inherits all functionality of the base class and can
then build upon in. This relationship is indicated by the light green "Extend" edge.

1 p u b l i c c lass Parent
2 { }
3
4 p u b l i c c lass AClass : Parent
5 { }

Listing 11: AClass extends Parent

Listing 11 shows an example of such an extension, in this case from "AClass" to "Parent".
We can see the extend edge in the resulting graph in figure 15. The constructor of
"AClass" also references that of "Parent".

Figure 15: Graph of 11

3.1.3.5 Implementing an interface As indicated above, we can now extend listing 6
with a class that implements both interfaces to show the green "Implementation Of" edge.
As the name suggests, it means that a class, or a method implements an interface.

1 p u b l i c c lass Navigator : IForward , IBackward
2 {
3 p u b l i c vo id Next ( )
4 { }
5
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6 p u b l i c vo id Prev ( )
7 { }
8 }

Listing 12: Navigator implements both interfaces in listing 6

Note that Navigator in listing 12 implements both interfaces at the same time. As we can
see in figure 16, it has edges towards both interfaces and so do the methods "Next" and
"Prev" towards the corresponding methods in their respective interfaces.

Figure 16: Graph of 12

3.1.3.6 Instantiating generic templates Let us revisit listing 7: It featured the method
template "AMethod" with the generic type "T". We can add the following code to instanti-
ate it:

1 p u b l i c vo id Foo ( )
2 {
3 i n t x = AMethod< i n t >(1) ;
4 }

Listing 13: Foo instantiates AMethod

In listing 13 we can see that Foo instantiates AMethod using the type integer in place of
the generic "T". In figure 17 we can see an orange "Instance Of" edge, indicating that the
left "AMethod" node is an instance of the right one. Foo also has a yellow "Instantiate"
edge, indicating that it instantiates the method template.
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Figure 17: Graph of 13

3.1.3.7 Accessing members It may also be of interest if a method sets or uses the
members of a class node. At the same time, knowing the type of a member can also
provide valuable information.

1 p u b l i c c lass X
2 {
3 p u b l i c Y b ;
4 }
5
6 p u b l i c c lass Y
7 {
8 p u b l i c Z c ;
9 }

10
11 p u b l i c c lass Z
12 {
13 p u b l i c X a ;
14
15 p u b l i c vo id AMethod ( )
16 {
17 a . b . c = n u l l ;
18 }
19
20 }

Listing 14: Example of member set, use and variable types

In listing 14 we can see that "X" has a member of type "Y", "Y" has a member of type "Z"
and "Z" has one of type "X" as well as a method in which a member variable is used and
set. Figure 18 shows this relation, the black edges indicate member types, while the pink
one indicates setting a member and the green one accessing one.
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Figure 18: Graph of 14

3.1.3.8 Methods as arguments As previously mentioned, delegates can be used to
pass methods as arguments. The "Method Address" edge indicates when a function
passes another as an argument, for example when assigning a delegate. In our previous
example, listing 5, we can see that "AMethod" assigns two delegates, "f1" and "f2". Figure
19 shows that "AMethod" accesses the addresses of the two anonymous functions, this
is indicated by the brown edges.

Figure 19: Graph of 5 showing the method address edges

3.1.3.9 Creating new object instances and local variables Another edge is the
"New Of Type" edge. It indicates that a method creates a new instance of an object.
While a given dependency graph does not include the local variables of a given method,
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it does include their types. This can be useful to ensure that a certain type is not being
used in a project.

1 p u b l i c c lass AClass
2 {
3 p u b l i c s t a t i c i n t AMethod ( )
4 {
5 AClass a = new AClass ( ) ;
6 }
7 }

Listing 15: AMethod creates a new AClass instance

As we can see in listing 15, "AMethod" creates a new instance of "AClass", which also
means that it has a local variable of type "AClass". The former is shown by the purple
edge, while the latter is indicated by the dark green one in figure 20.

Figure 20: Graph of 15

3.1.3.10 Overriding parent methods When inheriting a class one gets access to all
its methods. At the same time it is also possible to replace these with new implementa-
tions. This is represented by the "Override" edge.

1 c lass ParentClass
2 {
3 p u b l i c i n t AnInstanceProperty { set ; get ; }
4 }
5
6 c lass AClass : ParentClass
7 {
8 p u b l i c new i n t AnInstanceProperty { set ; get ; }
9 }

Listing 16: AClass implements ParentClass

In this case the set and get of "AnInstanceProperty" of AClass are the ones overriding
their respective counterparts in "ParentClass". In figure 21 this is indicated by the dark
green edges.
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Figure 21: Graph of 16

3.1.3.11 Return type and parameter types Similar to the type of a local variable,
one might also want to check for a certain return or parameter type. Thus, corresponding
edges are part of the dependency graph as well.

1 p u b l i c c lass AClass
2 {
3 p u b l i c c lass ANestedClass
4 { }
5
6 p u b l i c ANestedClass AMethod ( )
7 {
8 r e t u r n n u l l ;
9 }

10
11 p u b l i c i n t AMethod ( ANestedClass z )
12 {
13 r e t u r n 1 ;
14 }
15 }

Listing 17: Example of parameter and return types

The first method called "AMethod" in listing 17 returns an instance of "ANestedClass" (or
in this case null), while the other has a parameter of type "ANestedClass". Both of these
edges are green, with the top one indicating a parameter type, as we can see in figure
22.
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Figure 22: Graph of 17

3.1.4 Attributes

While the various node types can be used to distinguish between different constructs, we
have already seen that some share the same node kind. An example being structs and
delegates being represented as "class" nodes. At the same time, we may wish to save
information of a node that does not have anything to do with its relation to another node.
To solve these issues, nodes contain attributes as well. These are organized in three
major categories: Element, source and linkage.

3.1.4.1 Element Table 1 gives an overview of the various kind of element attributes
implemented in C#-To-RFG. Axivions language schema includes even more attributes,
but I found these to be the most important once. They are either used to distinguish
between constructs that share the same node type or to indicate visibility.
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Name Function
Has Public Visibility unrestricted access
Has Protected Visibility access in class and derived classes
Has Internal Visibility access limited to assembly
Has Protected Internal Visibility access in class and derived classes, limited to current assembly
Has Private Internal Visibility only accessible in containing type
Is Static node is a static method
Is Reference Type reference to a type, for example a class
Is Value Type value of the type, for example an enum
Is Delegate node is a delegate
Is Struct node is a struct
Is Constructor node is a constructor
Is Destructor node is a destructor
Is Template Parameter used to mark the generic parameters of templates
Is Interface node is an interface
Is Abstract node is abstract and must be overriden
Is Property node is a property
Is Indexer node is an indexer
Is Anonymous node is an anonymous method
Is Artificial node is artificially created, has no representation in source code

Table 1: Various kinds of Element attributes

3.1.4.2 Source When viewing a certain node, it is imperative to be able to directly
connect it to the corresponding source. After all, what good are the results of an anal-
ysis if you cannot find the violations in your source code? Thankfully, the "Source" set
of attributes can be used to safe information about a nodes position in its source code.
Using this information, one can then directly jump to the source code within Gravis. Table
2 gives an overview of the various Source attributes that I implemented.

Name Function
Name The nodes name
File The nodes source file
Line The line within the source file
Column The column within the source file
Path The path to the source file

Table 2: Various kinds of Source attributes
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3.1.4.3 Linkage This set of attributes is used to connect a node to its intermediate
representation. As my work creates the dependency graph directly from source files
without first creating Axivions intermediate representation, I did not implement this set of
attributes. With the exception of the "Name" field. It is used to give each node a unique
name.

3.2 Architecture

Figure 23: Architecture of C#-To-RFG

Figure 23 shows the architecture of C#-To-RFG that I drew up before starting the project.
4.4 goes over the testing methodology used, so I will focus on the module "CSharp2RFG".
In order to create an abstraction between Roslyns representation of a given source file
and the nodes and edges of the RFG, I decided to come up with an intermediate rep-
resentation. I created an arch-type "IntermediateNode" that was then extended by the
various node types detailed in 3.1.2. Similarly, I created a representation for edges as
well. However, as edges only differ by their kind, I did not need to create a new class for
every edge kind.
In order to process the information provided by Roslyn, I wrote another module that would
transfer that information into the intermediate representation. Originally, I wanted to use
the same methods to pass both source files and assemblies. Unfortunately, Roslyn does
not include a syntax tree for assemblies. However, by accessing a projects global names-
pace, I was still able to access their semantic models’ information. As I do take advantage
of the information provided by a source files syntax tree, I decided to create two different
information processors: "NodeEdgeFactory" and "DLLNodeEdgeFactory".
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Since Axivions RFG format is proprietary, I needed access to their API. This was achieved
by creating a Python script to transfer the intermediate representation into an actual
graph. The reasons for using Python and alternatives will be discussed in 5.3. The
class "RFGFactory" was used to achieve this and it also ended up taking care of remov-
ing duplicate nodes and edges and also to map edges to nodes in cases where it could
not be done on the fly.
To put all this functionality together and also deal with accessing input files, I needed an-
other module named "Input and Glue code". This also takes care of running the Python
script provided by "RFGFactory".
Finally, I decided to create a class "Utilities" that would provide methods that may be
useful to several classes.

3.3 Example Call

I will now go over the most important steps being taken from reading an input file to
creating the finished graph. Our example will be a small solution called "TestSolution",
which consists of three files. It can also be found in the git repository. The first is "ClassA":

1 using System ;
2
3 namespace Tes tSo lu t ion . NameSpaceA
4 {
5 c lass ClassA
6 {
7 p r i v a t e i n t number ;
8 p r i v a t e S t r i n g name ;
9

10 p u b l i c ClassA ( i n t a , S t r i n g b )
11 {
12 t h i s . number = a ;
13 t h i s . name = b ;
14 }
15
16 p u b l i c S t r i n g combine ( )
17 {
18 r e t u r n $ " { number } { name} " ;
19 }
20
21 }
22 }

Listing 18: Contents of ClassA

As we can see in listing 18, it is a simple class containing two members, an integer as
well as a a string, a constructor that assigns both members and a method to concatenate
both to a single string. The next file, "ClassB" simply contains a member of "ClassA" that
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is being passed to its constructor:

1 using Tes tSo lu t ion . NameSpaceA ;
2
3 namespace Tes tSo lu t ion . NameSpaceB
4 {
5 c lass ClassB
6 {
7 p u b l i c ClassA myClass ;
8
9 p u b l i c ClassB ( ClassA aClass )

10 {
11 t h i s . myClass = aClass ;
12 }
13 }
14 }

Listing 19: Contents of ClassB

Lastly, the third file contains some glue code to bring it all together:

1 using System ;
2
3 namespace Tes tSo lu t ion
4 {
5 c lass Program
6 {
7 s t a t i c vo id Main ( )
8 {
9 NameSpaceA . ClassA f i r s t C l a s s = new NameSpaceA . ClassA (5 , " t e s t " ) ;

10 NameSpaceB . ClassB secondClass = new NameSpaceB . ClassB ( f i r s t C l a s s ) ;
11 Console . Wr i teL ine ( secondClass . myClass . Combine ( ) ) ;
12 }
13 }
14 }

Listing 20: Contents of Program

As we can see in listing 20, first a new instance of "ClassA" is created and then passed
onto a new instance of "ClassB". Finally, "ClassA"s function is called through "ClassB".
It should also be noted that each class sits inside its own namespace, which is then in-
cluded in the namespace that the glue code resides in. The System library is also the
only one being used.

As we pass the solution file onto C#-To-RFG, the first interesting thing to note is that we
merely need to create a "MSBuildworkspace" and pass the solution onto it. At this point
we have access to all projects and their source files, any libraries included and miscella-
neous information. As we now iterate over the solutions projects, in our case only one,
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we can get its compilation in order to access a given source files syntax tree as well as
the semantic model:

1 var msWorkspace = MSBuildWorkspace . Create ( ) ;
2 var s o l u t i o n = msWorkspace . OpenSolutionAsync ( path ) . Resul t ;
3 [ . . . ]
4 comp = p r o j e c t . GetCompilat ionAsync ( ) . Resul t ;
5 [ . . . ]
6 syntaxTree = f i l e . GetSyntaxTreeAsync ( ) . Resul t ;
7 [ . . . ]
8 model = comp . GetSemanticModel ( syntaxTree ) ;

Listing 21: Code from Program.cs

Listing 21 shows the code of these key aspects. As we are dealing with the project now,
we can also create the corresponding assembly node, in our cases called "TestSolution".
At this point we can start to create new instances of "NodeEdgeFactory" in order to go
over our source code, one for each source file.
As anything in C# is contained in a namespace, we can go over all namespaces within a
certain file and then look at their contents. We can use Linq instructions to filter out any
namespaces contained in the syntax tree:

1 var nameSpaces = roo t . DescendantNodes ( ) . OfType<NamespaceDeclarationSyntax > ( ) ;
2 foreach ( var ns i n nameSpaces )
3 {
4 ParseNameSpace ( model . GetDeclaredSymbol ( ns ) ) ;
5 }
6
7 [ . . . ]
8
9 i f ( nameSpace . ContainingNamespace . IsGlobalNamespace )

10 {
11 var enclosingEdge = new IntermediateEdge (nameSpaceNode .Name, Assembly .Name, "

Enclos ing " , counter ++ , nameSpaceNode . views ) ;
12 edges . Add ( enclosingEdge ) ;
13 }
14 else
15 {
16 var enclosingEdge = new IntermediateEdge (nameSpaceNode .Name, nameSpace .

ContainingNamespace , " Enclos ing " , counter ++ , nameSpaceNode . views ) ;
17 edges . Add ( enclosingEdge ) ;
18 }

Listing 22: Using Linq to filter out desired nodes of the syntax tree and figuring out
where to put the namespace

Listing 22 presents the usage of these statements. By using our semantic model, we
can obtain semantic information regarding the namespace, this can be seen in line 4. In
the case of our example, each file contains a single namespace, so nodes are created
accordingly. We can then check whether the containing namespace is the global one,
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meaning we can put our namespace node within its assembly, or whether we need to
create an edge to its containing namespace. Notice how the first creation of an edges
uses two strings as we can immediately tell the names of both the source and destination
nodes. These are then used to to properly insert it into the graph. As we may not have
passed the containing namespace yet, we create a node with a reference to its semantic
model symbol. Later on a dictionary is used to map these to their corresponding nodes
within the intermediate representation. The final argument of an edge is the views it is
contained in, these are luckily merely based on the connected nodes.
At this point our graph would look like this:

Figure 24: Graph of the nodes we have created so far

We now have to look at the contents of these namespaces. While we used Linq to filter
out nodes of the syntax tree before, we can also achieve this with the semantic model.
We just have to make sure we only grab contents of our syntax tree, after all the same
namespace can be declared in many files:

1 var member = nameSpace . GetMembers ( ) . OfType<INamedTypeSymbol > ( ) . Where ( c => c .
Declar ingSyntaxReferences . Any ( ) && roo t . Contains ( c .
Declar ingSyntaxReferences . F i r s t ( ) . GetSyntax ( ) ) ) ;

Listing 23: Get the contents of the namespace

As we already deal with any namespaces within the file, even those that are children of
other namespaces, we now need to filter out named types. These will consist of a single
class in all our cases. They could, for example, also be delegates or structs.
We now have to ascertain what kind of class we are dealing with, like an interface or a
template. The semantic model provides this information in a field called "TypeKind" which
we can access. We are only dealing with regular classes in our example. Let us, however,
go over some of the steps being taken during the creation of any intermediate node:

1 var classSource = new IntermediateSource ( SourceName : name, SourceFi le :
className , SourceLine : span . S t a r t L i n e P o s i t i o n . Line , SourceColumn : span .
S t a r t L i n e P o s i t i o n . Character , SourcePath : path ) ;
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2 [ . . . ]
3 var classNodeElement = new IntermediateElement ( ElementIsReferenceType : Class .

IsReferenceType , ElementIsValueType : Class . IsValueType ) ;
4 element . S o l v e V i s i b i l i t y ( Class . D e c l a r e d A c c e s s i b i l i t y ) ;
5 [ . . . ]
6 classNode = new IntermediateClassNode ( classNodeSource , classNodeElement , Class

. ToDisp laySt r ing ( ) ) ;

Listing 24: Source, element and node creation

Listing 24 shows the basic steps taken during the creation of any node. We first create
an instance of our source set of attributes. We can use the span attribute provided by
the syntax tree to get both line and column within the source code. We then create an
instance of the element set of attributes to save them. The semantic model also provides
us with information regarding our classes declared visibility, which we can pass onto our
element instance to set the corresponding values. In our case all classes are "public".
Lastly both of these sets of attributes are passed onto the intermediate representation.
The third argument is a string representation of the class’ name which includes the con-
taining namespaces and other information. This is used to create a unique identifier
for each node as edges become mixed up when we have multiple nodes with the same
names in our Python script.
We can now move on to accessing the contents of each class, similarly to how we ac-
cessed the contents of our namespaces. In the case of "Program" we must dissect a
method, while "ClassB" contains a single constructor. "ClassA" is a bit more complex as
it includes two fields as well as another method on top of its constructor. Let us take a
look at the creation of a field first.
While creating the corresponding node works just like to what we have seen so far, we
now have to figure out the types of the fields:

1 var type = f i e l d . Type ;
2 [ . . . ]
3 var typeEdge = new IntermediateEdge ( f ie ldNode .Name, type , " Of_Type " , counter

++ , f ie ldNode . views ) ;
4 edges . Add ( typeEdge ) ;

Listing 25: Creating edges for a members type

As we can see in listing 25 the type of a field is accessed using the semantic model, just
like before this edge will be solved later using our dictionary, as we have not yet created
nodes for either the integer or the string type of our fields.
Just like we had to do when dealing with classes, we also have to figure out what kind
of method we are working with. Once again, the semantic model will help us out here.
A unique aspect of methods is, however, that we also have to deal with their contents.
We do have edges for the type of a method, the types of its local variables and so on.
This means that we do have to dissect the body of a method as well. We can then take
advantage of the ioperation tree that is part of the syntax tree, to take a closer look at the
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various operations that take place within the body.

1 var memberAccess = methodNode . DescendantNodes ( ) . OfType<
MemberAccessExpressionSyntax > ( ) ;

2 [ . . . ]
3 var opera t ion = model . GetOperat ion ( access ) ;
4 [ . . . ]
5 var setEdge = new IntermediateEdge ( methodNode .Name, opera t ion . Member , "

Member_Set " , counter ++ , node . views ) ;
6 edges . Add ( setEdge ) ;

Listing 26: Dissecting a methods body

In listing 26 we first grab any access to members within our syntax tree. We then use our
semantic model to receive the corresponding operation. It can then be queried to get, in
our case, the member being set. This allows us to create the corresponding edge. In the
case of "ClassA", both of its fields are set in its constructor.
In a similar fashion, we can figure out the return types of our methods as well the type of
parameters being used and other information we require for our graph.

Once all files are processed, it is time to dissect any external libraries used. After all
we are using the "System" library, so we need to create nodes for it as well. As previously
mentioned, Roslyn only provides syntax trees for source files. We can, however, ac-
cess the global namespace within our compilation. This allows us to reach the "System"
namespace, which we can then analyse using the semantic model. We do, unfortunately,
lose any information gained from our syntax tree. On the other hand, this allows us to
resolve the void, integer and string types we have encountered as well as an edge to the
print function we call in "Program".

1 comp i la t i on . GlobalNamespace . GetMembers ( ) . OfType<INamespaceSymbol > ( ) ;

Listing 27: Accessing a compilations global namespace

Listing 27 shows how to access the global namespace of a given compilation. By then
making sure we do not go over anything we have analysed from source files already, we
can iterate over it just like before. With the difference being that we do not use a syntax
trees root as a starting point but rather a namespace.
Once this step is complete, we only need to add the arbitrary entry and dynamic nodes
and our intermediate representation is complete. It is now passed on to our "RFGFac-
tory" which deals with removing duplicates, solving edges and creating our Python script.

1 c lass NodeEqualityComparer : IEqual i tyComparer <IntermediateNode >
2 {
3 p u b l i c bool Equals ( IntermediateNode x , IntermediateNode y )
4 {
5 r e t u r n x .Name. Equals ( y .Name) ;
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6 }
7
8 p u b l i c i n t GetHashCode ( IntermediateNode ob j )
9 {

10 r e t u r n ob j .Name. GetHashCode ( ) ;
11 }
12 }
13
14 [ . . . ]
15
16 foreach ( var e i n edges . Where ( e => e . needsToBeSolved ) )
17 {
18 i f ( e . dest inat ionSyntaxNode i s ob jec t && syn taxD ic t i ona ry . ContainsKey ( e .

dest inat ionSyntaxNode ) )
19 {
20 var d e s t i n a t i o n = syn taxD ic t i ona ry [ e . dest inat ionSyntaxNode ] . Name;
21 e . d e s t i n a t i o n = d e s t i n a t i o n ;
22 e . needsToBeSolved = f a l s e ;
23 }
24 [ . . . ]
25 }
26
27 var d i s t i nc tNode = nodes . D i s t i n c t (new NodeEqualityComparer ( ) ) ;
28 foreach ( IntermediateNode n i n d is t i nc tNode )
29 {
30 r e s u l t . AppendLine ( n .ToRFG( ) ) ;
31 }
32 / / Edges
33 / / remove d u p l i c a te edges and save them to the r f g s c r i p t
34 edges = edges . Where ( e => ! e . needsToBeSolved ) . ToL is t ( ) ;
35 var d i s t i n c t e d g e s = edges . D i s t i n c t (new EdgeEqualityComparer ( ) ) ;
36 foreach ( IntermediateEdge e i n d i s t i n c t e d g e s )
37 {
38 r e s u l t . AppendLine ( e .ToRFG( ) ) ;
39 }

Listing 28: Key aspects of RFGFactory

An "EqualityComparer" is used to create a hashmap of nodes in order to distinguish them,
which we can see in the first few lines of listing 28. We then use our dictionary to solve the
semantic model references to our nodes in order to be able to create our edges properly.
Lastly each node and edge contains a method that creates an output string of all of its
attributes using the Python api. All of this information is then passed back onto our glue
code.
All that is left to do is run the Python script using Axivions "rfgscript.exe". This step is
also included within C#-To-RFG and does not have to be executed manually by users.
Afterwards we can open the corresponding graph within the same folder that our source
solution can be found in:
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Figure 25: Relevant part of the graph of "TestSolution"

4 Evaluation

4.1 Analysis

4.1.1 Dead-Code, Cycle and Architecture Analysis

The three analyses currently supported by the graphs created using C#-To-RFG are:
dead-code, cycle and architecture analysis. I will now provide a brief overview of these
analyses and then run them on C#-To-RFG itself as well as four open source projects:
Unity, SharpDX, Vortice and JSon. All of these are available on github.

4.1.1.1 Dead-Code The goal of a dead-code analysis is to find code that can no longer
be reached during a programs execution. As projects grow in size, it can become quite
unclear whether a given piece of code is still being used or not. As one would ideally want
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to remove dead-code from their project, it is imperative to ensure that it is actually dead.
Contract language for example, might still require code to be present that might otherwise
not be used any more. As a given node in a dependency graph is dead when it can no
longer be reached from any entry point, it is easier to run this analysis on the graph rather
than the source code itself. Therefore, Gravis provides this analysis by default.

1 c lass deadcodetest
2 {
3 p u b l i c s t a t i c vo id A ( )
4 {
5
6 }
7 }

Listing 29: Example of dead-code

Listing 29 is the source code of a small example. As the entire program only consists of
a single function, there is no call to "A". Creating the dependency graph of listing 29 and
then running a dead-code analysis using Gravis results in the following view:

Figure 26: Result of the dead-code analysis

As there is no edge, or more specifically no "Call" edge, connected to "A" it is shown
in figure 26. Since the example program contains no "Main"-function the entry node
is also listed here, the node "deadcodetest" represents the default constructor that is
automatically created for any class.

4.1.1.2 Cycle Cycles in code mean that the program might run into an infinite loop
during execution, meaning that it cannot terminate. Besides that, when dealing with em-
bedded systems with very limited memory, the use of cycles might lead to stacks over-
flowing. Therefore, developers must be wary of any potential cycles in their code. To
assist with this, Gravis also provides cycle analysis. A cycle can be detected by having
a path of call edges from a given node back to itself, so just like dead-code it is easier to
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run this analysis on a graph.

1 c lass l o o p t e s t
2 {
3 p u b l i c s t a t i c vo id A ( )
4 {
5 B ( ) ;
6 }
7 p u b l i c s t a t i c vo id B ( )
8 {
9 A ( ) ;

10 }
11 }

Listing 30: Example of a cycle

Listing 30 shows a class containing two functions, "A" and "B" that call each other. This
obviously creates a cycle, so running an analysis on the resulting dependency graph
results in the following:

Figure 27: Result of the cycle analysis

As one can see, there are edges connecting A to B and B to A. While this does not
necessary indicate an endless loop like the one in figure 27, developers could now check
the source code and decide whether they are fine with this (potential) cycle being in their
project or not.

4.1.1.3 Architecture Before starting any large-scale project, it is considered best prac-
tice to come up with an architecture first. Which tasks should be handled by separate
modules and how should these modules be allowed to interact with each other? Which
dependencies to external libraries are allowed and which are not?
As projects grow in size, new modules might be added and with them one might end up
with dependencies and interactions that were originally not intended. To allow developers
to constantly check their current implementation against the desired architecture, Gravis
has an architecture analysis build in. By using Gravis’ interface one can easily create an
architecture and use edges to indicate desired dependencies. It is also possible to save
these as XMLs and import them into other graphs. By assigning nodes within the graph
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to corresponding parts of the architecture it is then possible to let Gravis check whether
the architecture is adhered to or not.

I will use the "TestSolution" from 3.3 as an example. Let us assume that our planned
design would have forbidden "Class A" and "Class B" to interact with each other. Using
Gravis’ built-in tools this results in the following schematic:

Figure 28: Architecture of "TestSolution"

Next, we have to map the various nodes to our architecture. This can easily be done by
creating a mapping view in Gravis:

Figure 29: Mapping of 28

As one can see "NameSpaceA", which includes "Class A", is mapped to "A" in the archi-
tecture and "NameSpaceB" to "B" accordingly. Program contains the glue code.
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Figure 30: Result of the architecture analysis

Figure 30 shows the result of the analysis. Red edges represent violations against the
architecture. As we can see, the various edges from "B" to "A" are also included as they
represent these violations. It is possible to also display all other edges in this view, but
by default Gravis only includes those that breach the architecture. Developers may now
choose to either remove the violations or make changes to the desired architecture.

4.1.2 C#-To-RFG

As C#-To-RFG is entirely written in C#, with the exception being the Python script used
to access Axivions graph API, it is also possible to use its solution file as its own input.
Therefore, it is possible to run the analyses mentioned above on the resulting dependency
graph, in a way the program can analyse itself. Figure 31 provides a brief overview of the
projects topmost namespaces and classes. As C#-To-RFG was discussed in great detail
in 3 I will now only discuss the results of the analysis.
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Figure 31: Assemblies as well as top namespaces and classes of the C#-To-RFG so-
lution

4.1.2.1 Dead-Code Figure 32 shows the resulting view of the dead-code analysis.
Originally, the result of the analysis included more nodes as it also contained those com-
ing from assemblies. Fortunately, Gravis can filter nodes, so by only showing nodes that
contain ".cs" in their "Source.File" attribute, we can focus on nodes that are actually part
of our own source code. Obviously, there is not much that can be done when dealing with
dead code present in an external library.
Looking over the results, most of these come from tests. As Visual Studio directly calls
them, they are not referenced within the source code, so these are of no concern. A few
others are default constructors that are automatically generated, so they should not alarm
us either.
That leaves us with two "Equals" nodes and two "GetHashCode" nodes. Using Gravis
option to inspect the corresponding source code, we can see that these are part of the
"IEquality" interfaces that I implemented to remove duplicate nodes and edges before
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Figure 32: Results of the dead-code analysis of C#-To-RFG

they are being written to the Python script. As they are mandatory to implement said
interface, it is no of no concern that there are no direct calls present in the source code.
These are being used when calling the "distinct" function of the node and edge lists.
All in all, even though we found some seemingly dead code, by checking each result we
made sure that it is of no concern to us.

Figure 33: Results of the cycle analysis of C#-To-RFG

4.1.2.2 Cycles As can be seen in figure 33, C#-To-RFG does contain one cycle.
Namedtypes represent nodes that can be in a given namespace, these include classes,
interfaces, structs, enums and delegates. As all of the mentioned nodes can also be
found inside classes, it is not surprising that after dealing with the contents of a class
declaration, we once again have to check for any potential namedtypes inside said class.
Therefore, this cycle is also fine as programs are finite after all so eventually a nested
node will not contain any more nodes. However, this does mean that there is a certain
limit to how large of a source file we could potentially analyse. As it is best practice to not
have ones program in a single source file containing millions of lines of code and given
that memory size has increased greatly over the past decades, this concern was not a
problem when analysing any of the open-source projects below. I will go into more detail
concerning memory usage when analysing the performance of C#-To-RFG later in this
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chapter.

4.1.2.3 Architecture As the architecture of C#-To-RFG was already shown in 3.2, I
will now merely describe the mapping as well as the result of the analysis.

Figure 34: Mapping for C#-To-RFG

As seen in figure 34, the various parts were mapped to their corresponding parts in the
architecture. As mentioned above, the various "EqualityComparer" nodes are used to
remove duplicate nodes and edges, so they are part of the graph creation process.

Figure 35 shows that there are no architecture violations present. While this may seem
like it does not really have any significance, being able to see that ones program sticks
to its design allows one to be sure that they did not implement any hidden undesired
dependencies.
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Figure 35: Result of the architecture analysis of C#-To-RFG

I was able to discuss the results of the analyses of C#-To-RFG through the eyes of its
developer. I could ascertain whether a given dead node was of any concern, or whether
the cycle discussed earlier could lead to any problems. As I created the architecture and
implemented it, I could also make sure that I adhered to it. However, I did not contribute
to any of the following projects. They also consist of hundreds of thousands of lines of
code, while my project consists of a few thousand. Thus, I will not be able to discuss
all the results of the analyses in great detail as the aim of this paper is to create a C#
dependency graph, not analyse open source projects. I tried my best to come up with
reasonable architectures for these projects, but any violations have to be taken with a
grain of salt as they might not reflect the developers original intends.

4.1.3 Unity

As Unity offers a free version and can be run on all sorts of different platforms and opera-
tion systems, it is a very popular game engine [Sei15]. Engines provide a framework and
usually an editor as well to allow developers to create their games instead of having to
deal with creating 3D renderers or editors first. In 2018, Unity Technologies released the
engine and editor C# source code on GitHub[unib]. It should be noted that large parts
of Unity are also written in C++, so this does not contain the entire engine. The release
of their source code also does not mean that Unity itself became open source[unia]. As
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video games are among the most demanding and complicated programs to be made, I
chose this engine as one of the open-source projects to be analyzed.

Figure 36: Assemblies as well as top namespaces of the Unity solution

Figure 36 shows a brief overview of the Unity project itself. The main assemblies deal with
the editor and engine, while CecilTools and SerializationLogic seem to provide utilities.

4.1.3.1 Dead-Code The analysis resulted in roughly fifty thousand dead nodes. This
might seem like a lot, however it should be kept in mind that the vast majority of these are
automatically generated constructors, getters or setters etcetera.

1 p u b l i c s t a t i c vo id CaptureScreenshot ( s t r i n g f i lename )
2 {
3 CaptureScreenshot ( f i lename , 1 , StereoScreenCaptureMode . LeftEye ) ;
4 }
5
6 p u b l i c s t a t i c vo id CaptureScreenshot ( s t r i n g f i lename , i n t superSize )
7 {
8 CaptureScreenshot ( f i lename , superSize , StereoScreenCaptureMode . LeftEye ) ;
9 }

10
11 p u b l i c s t a t i c vo id CaptureScreenshot ( s t r i n g f i lename , StereoScreenCaptureMode

stereoCaptureMode )
12 {
13 CaptureScreenshot ( f i lename , 1 , stereoCaptureMode ) ;
14 }

Listing 31: Dead code in ScreenCapture.bindings.cs

All of these variations of "Capture Screenshot" methods in listing 31 are marked as dead
by our analysis. As we can see, they all call a different version that has three parameters
instead of one or two like the ones listed. Looking a bit further down in the source file
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reveals the following:

1 p r i v a t e s t a t i c ex tern vo id CaptureScreenshot ( s t r i n g f i lename , [ Uni tyEngine .
I n t e r n a l . Defau l tVa lue ( " 1 " ) ] i n t superSize , [ Uni tyEngine . I n t e r n a l .
Defau l tVa lue ( " 1 " ) ] StereoScreenCaptureMode CaptureMode ) ;

Listing 32: External call in ScreenCapture.bindings.cs

As we can see in listing 32 all of them are mere wrappers to call an external method. It
could be speculated that the functionality of capture screenshot was once implemented
here and has since been replaced by an external solution. The remaining methods would
then only serve as wrappers to ensure that any remaining calls to them left in the project
now correctly call the new implementation. As our analysis showed that there are no
references to these methods left, they could be safely removed. However, a form of
contract programming may requires these methods to be present and would have to be
altered as well.

Figure 37: Cycles found in Unity

4.1.3.2 Cycles The result of the cycle analysis does not contain nearly as mainy
nodes and easily fit in a single figure: 37. Some of these seem somewhat reasonable at
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first glance. However, let us now inspect a single cycles source code that does seem a
bit odd: The one that involves various versions "HandleIMGUIEvent" that call each other.

1 p r i v a t e bool HandleIMGUIEvent ( Event e , bool canAffectFocus )
2 {
3 r e t u r n HandleIMGUIEvent ( e , onGUIHandler , canAffectFocus ) ;
4 }
5
6 i n t e r n a l bool HandleIMGUIEvent ( Event e , Act ion onGUIHandler , bool

canAffectFocus )
7 {
8 GetCurrentTransformAndClip ( t h i s , e , out m_CachedTransform , out

m_CachedClippingRect ) ;
9

10 r e t u r n HandleIMGUIEvent ( e , m_CachedTransform , m_CachedClippingRect ,
onGUIHandler , canAffectFocus ) ;

11 }
12
13 p r i v a t e bool HandleIMGUIEvent ( Event e , Matr ix4x4 worldTransform , Rect

c l ipp ingRec t , Ac t ion onGUIHandler , bool canAffectFocus )
14 {
15 i f ( e == n u l l | | onGUIHandler == n u l l | | elementPanel == n u l l | | elementPanel

. IMGUIEvent Interests . WantsEvent ( e . rawType ) == f a l s e )
16 {
17 [ . . . ]
18 }
19 EventType or ig ina lEventType = e . rawType ;
20 i f ( o r ig ina lEventType != EventType . Layout )
21 {
22 [ . . . ]
23 }
24 DoOnGUI( e , worldTransform , c l ipp ingRec t , fa l se , layout , onGUIHandler ,

canAffectFocus ) ;
25 i f ( newKeyboardFocusControlID > 0)
26 {
27 newKeyboardFocusControlID = 0;
28 Event focusCommand = new Event
29 {
30 type = EventType . ExecuteCommand ,
31 commandName = EventCommandNames . NewKeyboardFocus
32 } ;
33
34 HandleIMGUIEvent ( focusCommand , t r ue ) ;
35 }
36 i f ( e . rawType == EventType . Used )
37 {
38 r e t u r n t rue ;
39 }
40 else i f ( e . rawType == EventType . MouseUp && t h i s . HasMouseCapture ( ) )
41 {
42 [ . . . ]
43 }
44 [ . . . ]
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45 }

Listing 33: Source code of HandleIMGUIEvent

Some parts of the source code are left out in listing 33 for clarity. As we can see, the first
one calls the second which then goes on to call the third. Given that the second one is
marked as internal, it looks to be a wrapper to convert calls to the first one to calls to the
third. The actual cycle back to the first one (see line 34) is part of an if-else block so it
can be assumed that it will not end in an infinite cycle.

Figure 38: Possible architecture for Unity

4.1.3.3 Architecture As Unity is a rather larger project, the resulting graph consists
of roughly four hundred thousand nodes and almost a million edges. Thus, I decided
to come up with a rather simple architecture in figure 38 that the developers might have
thought up at the very beginning of the project. A module for the editor, one for the engine
and another for utilities. In order to simplify, I left external libraries out.

Figure 39: Possible mapping for Unity

Figure 39 shows the corresponding mapping. Looking at the various assemblies one
might think that they were actually able to keep their architecture that simple.

However, figure 40 shows that there are indeed dependencies from the engine to the ed-
itor. As projects grow in size it becomes increasingly difficult to keep these dependencies
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Figure 40: Result of the Unity Architecture check

clean, so even if they once intended to keep editor and engine separate, it appears that
this was eventually no longer possible.
Surprisingly, there are no dependencies towards the "CecilTools"and "SerializationLogic"
assemblies. Whether these are no longer being used or are used to communicate with
other parts of the Unity Engine would require a deeper analysis of the source code.

4.1.4 SharpDX

Despite the popularity of readily available engines like Unity, they are one-size-fits-all so-
lutions. Some developers might wish to create their own engine crafted to their specific
needs, or they may simply wish to avoid paying any royalty fees to the engines developer.
Unfortunately, ones favourite rendering API might not be available in their favourite pro-
gramming language. SharpDX[git] aimed to provide a C# API for developers to directly
access the rendering API DirectX[dir] within their C# programs. Given that it boasts over 2
Million downloads on VisualStudios NuGet-Package manager[sha], it was fairly success-
ful in doing so. Unfortunately, the project has remained inactive since 2019 after almost a
decade of development. However, Vortice has picked where SharpDX left of. Therefore,
I will also analyse Vortice in the next section.

SharpDX consists of more individual projects than Unity as can be seen in figure 41,
however its graph does contain fewer nodes, roughly one hundred thirty thousand.
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Figure 41: Overview of the various assemblies within the SharpDX solution

4.1.4.1 Dead Code As previously, I only looked at dead nodes stemming from actual
source files rather than external libraries. For SharpDX, those amounted to about eight
thousand. A lot of those are getters, setters or other artificially created nodes like before.
Once again, we find a very similar example of dead-code as we saw in Unity. This time
the function that has several uncalled implementations is called "DrawImage". Here is
the corresponding source code:

1 p u b l i c vo id DrawImage ( SharpDX . Direct2D1 . E f f e c t e f f e c t , RawVector2
t a r g e t O f f s e t , SharpDX . Direct2D1 . In te rpo la t ionMode in te rpo la t ionMode =
In te rpo la t ionMode . Linear , SharpDX . Direct2D1 . CompositeMode compositeMode
= CompositeMode . SourceOver )

2 {
3 using ( var output = e f f e c t . Output )
4 DrawImage ( output , t a r g e t O f f s e t , n u l l , in te rpo la t ionMode , compositeMode ) ;
5 }
6
7 p u b l i c vo id DrawImage ( SharpDX . Direct2D1 . E f f e c t e f f e c t , SharpDX . Direct2D1 .

In te rpo la t ionMode in te rpo la t ionMode = In te rpo la t ionMode . Linear , SharpDX .
Direct2D1 . CompositeMode compositeMode = CompositeMode . SourceOver )

8 {
9 using ( var output = e f f e c t . Output )

10 DrawImage ( output , n u l l , n u l l , in te rpo la t ionMode , compositeMode ) ;
11 }
12 p u b l i c vo id DrawImage ( SharpDX . Direct2D1 . Image image , RawVector2 t a r g e t O f f s e t ,

SharpDX . Direct2D1 . In te rpo la t ionMode in te rpo la t ionMode =
In te rpo la t ionMode . Linear , SharpDX . Direct2D1 . CompositeMode compositeMode =
CompositeMode . SourceOver )

13 {
14 DrawImage ( image , t a r g e t O f f s e t , n u l l , in te rpo la t ionMode , compositeMode ) ;
15 }
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16
17 p u b l i c vo id DrawImage ( SharpDX . Direct2D1 . Image image , SharpDX . Direct2D1 .

In te rpo la t ionMode in te rpo la t ionMode = In te rpo la t ionMode . Linear , SharpDX .
Direct2D1 . CompositeMode compositeMode = CompositeMode . SourceOver )

18 {
19 DrawImage ( image , n u l l , n u l l , in te rpo la t ionMode , compositeMode ) ;
20 }
21 [ . . . ]
22 p u b l i c unsafe vo id DrawImage ( SharpDX . Direct2D1 . Image image , SharpDX .

Mathematics . I n te rop . RawVector2? t a r g e t O f f s e t , SharpDX . Mathematics . I n te rop
. RawRectangleF? imageRectangle , SharpDX . Direct2D1 . In te rpo la t ionMode
in terpo la t ionMode , SharpDX . Direct2D1 . CompositeMode compositeMode )

23 {
24 System . I n t P t r image_ = System . I n t P t r . Zero ;
25 SharpDX . Mathematics . I n te rop . RawVector2 t a r g e t O f f s e t _ ;
26 SharpDX . Mathematics . I n te rop . RawRectangleF imageRectangle_ ;
27 image_ = SharpDX . CppObject . ToCal lbackPtr <SharpDX . Direct2D1 . Image >( image ) ;
28 i f ( t a r g e t O f f s e t != n u l l )
29 t a r g e t O f f s e t _ = t a r g e t O f f s e t . Value ;
30 i f ( imageRectangle != n u l l )
31 imageRectangle_ = imageRectangle . Value ;
32 SharpDX . Direct2D1 . Loca l In te rop . C a l l i S t d C a l l v o i d ( t h i s . _na t i vePo in te r , ( vo id

* ) image_ , t a r g e t O f f s e t == n u l l ? ( vo id * ) 0 : &ta rge tO f f se t_ ,
imageRectangle == n u l l ? ( vo id * ) 0 : &imageRectangle_ , unchecked ( (
System . In t32 ) in te rpo la t ionMode ) , unchecked ( ( System . In t32 ) compositeMode )
, ( * ( vo id * * * ) t h i s . _na t i vePo in te r ) [ 8 3 ] ) ;

33 }

Listing 34: Source code of DrawImage

As we can see, the function is calling another version of itself again, changing parameters.
The first four instances, which are the ones marked dead by our analysis, are clearly
wrappers for the last one. As SharpDX provides an API rather than a finished program,
this is not necessarily an issue. It could certainly be the case that "DrawImage" is only
meant to be called by developers using the API, not within the API itself.

4.1.4.2 Cycles The cycle analysis of SharpDX did not yield any results. As it is an
graphic API that does not involve a nested recursive structure like a parser this is not too
surprising.
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4.1.4.3 Architecture While I had to come up with my own architecture for Unity, Sharpdxs
website[web] does provide an overview of supported APIs that I used to create the fol-
lowing architecture:

Figure 42: Architecture of SharpDX

As I had to make assumptions about dependencies between the various modules, the
only obvious one seemed to be dependencies towards the "Graphics Core" module.
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Figure 43: Mapping of SharpDX

Once again, I decided to not include external libraries to simplify things. I mapped the
various assemblies to corresponding modules in the architecture as listed on the website,
while leaving out those that did not fit into any particular module.
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Figure 44: Result of the architecture check of SharpDX

The architecture ended up being a fairly close match. There are only two violations where
"Graphics Core" does access "Graphics 3D", however if my architecture is similar to the
one envisioned by SharpDXs developers, the implementation fits quite well, even after
almost a decade of development. SharpDX is also an API rather than a project like Unity,
so it is easier to keep different parts separate.

4.1.5 Vortice

As previously mentioned, SharpDX was discontinued in early 2019. To provide an up-
to-date open source API to DirectX for C# and continue on in SharpDXs spirit, the
Vortice[vor] project was started. As it cannot look back on a decade of development,
it currently only consists of seventy thousand lines of code, making it the smallest open
source project being analysed in this thesis.
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Figure 45: Overview of the various assemblies contained in the Vortice solution

As figure 45 shows, it is made up fairly similar to SharpDX.

4.1.5.1 Dead-Code The dead-code analysis of Vortice resulted in roughly three thou-
sand nodes from source files. After fishing out automatically generated ones like before,
as well as any cases similar to what we found in Unity and SharpDX, I picked out this
piece of code:

1 p u b l i c I n t P t r LockToPointer ( i n t of fsetToLock , i n t sizeToLock , LockFlags
lockF lags = LockFlags . None )

2 {
3 i f ( sizeToLock == 0)
4 {
5 sizeToLock = Desc r i p t i on . SizeInBytes ;
6 }
7
8 Lock ( of fsetToLock , sizeToLock , out var pOut , lockF lags ) ;
9 r e t u r n pOut ;

10 }

Listing 35: Source code of LockToPointer

As Vortice provides an API, just like SharpDX, we can however once again assume that
this is a method meant to be called from outside the project. At the same time, it could
also be an outdated method that is no longer being used and a developer of Vortice
running this analyses should certainly check and make sure that the former is the case
rather than the latter.

4.1.5.2 Cycles The cycle analysis did not return any results for Vortice. As this is the
smallest open source project being analysed in this work it is not too surprising that there
are no cycles present.
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4.1.5.3 Architecture As Vortice looked very similiar to SharpDX, I decided to draw up
a fairly similiar architecture:

Figure 46: Architecture for Vortice

The only difference being, that I decided to remove the edges from the input and sound
modules to the core, as I thought that they might be more self-contained in a smaller
project.

Figure 47: Mapping for Vortice

Figure 47 shows the corresponding mapping. Once again I left out any external libraries
for simplicity and used my experience with SharpDX to map the various assemblies to



4.1 Analysis 53

their respective modules.

Figure 48: Result of the check for Vortice

Similarly to SharpDX, we have very few violations. While the core had dependencies to
the 3D library in SharpDX, now it has them towards the 2D library. Input and sound are
indeed concealed in their own modules this time around. As the 2D library was a lot less
elaborate this time around, it could be that it merely serves to draw 2D elements within
3D environments, like menus, rather than being a full fledges 2D renderer as we saw
in SharpDX. In that case it would be the underlying architecture that was wrong here,
not the implementation. So adjusting it accordingly would result in a check without any
violations.

4.1.6 Json

When it comes to data serialization, there are two formats that immediately come to mind:
XML and JSON[eLe17]. While it is up to personal preference which format one prefers,
having native access to either one, or even better both, makes any programming lan-
guage far more attractive. Luckily, the JSON API for C# is readily available on github[jso].
As serialization is a key aspect of programming, I decided to pick it as my final open
source project to analyse. Figure 49 shows us that we are dealing with a single assembly
for the source code, one for tests and another for a test console, presumably to aid with
testing.
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Figure 49: Assemblies contained within the Newtonsoft.Json solution

4.1.6.1 Dead Code This analysis resulted in roughly ten thousand nodes. Once again,
most of these are auto generated and since there are tests within the solution, a lot of
them also stem from tests. They are dead for the same reasons as the test ones in
C#-To-RFG. There were a few similar cases as before, where one function acted as a
wrapper for another of the same name, changing parameters. However, I did decide to
pick out "ConvertTo":

1 p u b l i c ove r r i de ob jec t ConvertTo ( ITypeDescr ip torContex t context , C u l t u r e I n f o
cu l t u re , ob jec t value , Type des t ina t ionType )

2 {
3 [ . . . ]
4 r e t u r n base . ConvertTo ( context , cu l t u re , value , des t ina t ionType ) ;
5 }

Listing 36: Source code of "ConvertTo"

This time around, as the containing class "TypeConverterSizeConverter" extends "Type-
Converter", the base method is being overridden here. As we are once again dealing
with an API, this particular piece of code not being used may be intended. It may also
be the case that a different extension of TypeConverter is now being used or that it was
replaced entirely. A developer seeing this result would have to conduct a more thorough
check of the entire project and evaluate whether this piece of code could be removed or
not.

4.1.6.2 Cycles As we can see in figure 50 there are quite a few present in the project.
As we are dealing with parsing and serialization, this does not come as a surprise. These
are nested recursive structures that can certainly contain cycles without causing any
alarm. We do have a kind of cycle we have not discussed before however: A recur-
sive self-loop. One seems to be present in the top node of the centre right loop, called
"Addschema". While recursion does raise memory concerns, it can also lead to an infinite
loop causing the program not to terminate. As a result, developers should ensure that
the self-loop is not infinite. Let us analyse the source code:
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Figure 50: Result of the cycle analysis on Json

1 p u b l i c JsonSchemaNode AddSchema( JsonSchemaNode exist ingNode , JsonSchema schema
)

2 {
3 [ . . . ]
4 i f ( schema . Extends != n u l l )
5 {
6 foreach ( JsonSchema jsonSchema i n schema . Extends )
7 {
8 currentNode = AddSchema( currentNode , jsonSchema ) ;
9 }

10 }
11
12 r e t u r n currentNode ;
13 }

Listing 37: Source code of AddSchema

As we can see, the currentNode is being added to any schema it extends. So as long as
we can be sure that a single schema does not extend an infinite amount of other schemas,
this self-loop can be considered safe. It should however be noted that, depending on the
platform we are running on, a certain amount of schemas could lead to a stack overflow.
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4.1.6.3 Architecture Given the assemblies, a possible architecture seems to be rather
straight forward: The tests should access JSon and the TestConsole, this leads to the fol-
lowing architecture:

Figure 51: Architecture for the JSon solution

As these are merely based on the assemblies present in the solution, creating a map-
ping was pretty straight forwarad:

Figure 52: Mapping for the JSon architecture

However, the analysis did not work out quiet as well as it did for SharpDX and Vortice:

Figure 53: Result of JSons architecture check

It seems like "TestConsole" is a separate module after all, maybe meant to be used as
a console to then run tests in, without any prior dependencies. Surprisingly, "JsonCore"
does have a lot of edges towards the test module. Maybe the tests are actually used dur-
ing runtime to verify input or output, rather than being tests for the Json implementation
itself.
A more proper analysis would require a more detailed architecture including the actual
modules of Json.

As we can see, C#-To-RFG can create dependency graphs for large solutions. Analyses
can be run on these graphs and the results contain valuable informations for developers.
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These analyses are not meant to mark parts of code that have to be fixed, but rather mark
a starting point for a developer to dive in and ascertain whether a given violation can be
safely ignored or not. All graphs listed throughout this section can either be created using
C#-To-RFG and are also available in my git lab repositorys "RFGs" folder.

4.2 Performance

I will now discuss a brief analysis of C#-To-RFGs performance. I used the various solu-
tions discussed in this chapter as well as the test solution detailed in 3.3 as test inputs. To
get a baseline of performance when using a single file I also used the following example:

1 namespace min ima l tes t
2 {
3 c lass min ima l tes t
4 {
5 s t a t i c vo id Main ( s t r i n g [ ] args )
6 {
7 }
8 }
9 }

Listing 38: Source code of MinimalTest

Runtime and memory usage were measured using Visual Studios built-in diagnostic tools,
while lines of code are based on the projects respective git repository. This does include
non .cs files, but should give a good indication of a projects size. An additional measure-
ment to show the size of a project is the number of nodes of the resulting dependency
graph. As both "MinimalTest" and "TestSolution" are small test files, I merely used the
lines of code of their respective .cs source files. All measures were rounded for clarity
and represent averages from fifty executions each.

Name Runtime (minutes) Memory usage (gigabytes) Lines of Code Nodes
minimaltest.cs <0:01 <0.05 9 7
TestSolution 0:16 0.7 44 52.000
C#-To-RFG 1:10 4 6.000 230.000

Unity 3:48 6 680.000 415.000
SharpDX 2:54 5 600.000 137.000
Vortice 0:32 1 72.000 58.000
JSon 3:24 3 458.000 155.000

Table 3: Performance of C#-To-RFG using various input programs.

As we can see, more lines of code do not necessarily lead to a longer runtime or a
bigger graph. Even though C#-To-RFG only has roughly ten percent of the lines of code
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of Vortice, the corresponding graphs have roughly the same amount of nodes. This is
because C#-To-RFG makes more use of external libraries, which makes sense given the
heavy use of Roslyn, MSBuild and Linq. On the other hand Vortice contains a lot more
source code which seems to have a heavier impact on run time. Similarly, Unity and
SharpDX appear close in size at first glance, but Unitys graph includes a lot more nodes
and as a result takes longer to generate. This makes sense given that Unity provides a
program while SharpDX is an API.
While more thorough runtime analyses would have to be conducted to give a definitive
statement, run time seems to not scale exponentially with either number of nodes or lines
of code. As a result, it is possible to analyse larger projects, like the ones discussed
in this chaper, using C#-To-RFG without running into runtime bottlenecks. In 5.4 I will
present a few ideas to possibly improve performance.
It should also be noted that analyses are run almost instantaneous in Gravis, so while
it can take a couple minutes to get the graph, the analysis are executed quickly on it.
Though, I was informed by Axivion that running analyses on very large projects can take
hours and, in some cases, even days.

4.3 Similiar Work

Earlier this year, two similar theses were written at the Heinrich-Heine-University. One
about the creation of a Javascript graph by Kevin Schwarz[Sch20] and another about
Python by Florian Mager[Mag20]. Additionally, Liane Berger[Ber20] wrote a thesis on the
creation of a Typescript RFG in September. While there are several other thesis that deal
with the creation of dependency graphs in the Gravis format, like Ada[Eis98], Java[Bay13]
or Visual Basic 6[har06], I will focus on comparing my paper on C# to the three mentioned
above that were also written at the HHU this year.
The most obvious difference is that all of these were written for dynamic languages. While
C# features some dynamic aspects, mainly reflections, it is primarily used as a static
compiled language. Therefore, the results of any analysis run on say the Python or the
Javascript graphs have to be taken with a grain of salt, as they cannot possibly take into
account any changes happening during runtime. However, Mager makes the very good
point that these languages are mainly used in a static sense. Most Python developers
create a script (or set of scripts) and run them without making any changes to the code
at runtime. However, as C# mainly does not deal with any changes during runtime, the
results of analysis on the dependency graph are much more reliable.
Furthermore, as there is no comparable tool to Roslyn for any of these languages, they
have to use third-party parsers to create their syntax trees. While Mager was able to use
a module build into Python’s standard library, Berger and Schwarz had to use a parser
called ANTLR to create their syntax trees. As none of these provide any semantic infor-
mation, unlike Roslyn, they had to deal with fishing out the desired information based on
the syntax tree alone. A major disadvantage of this approach is that Roslyn guarantees
accuracy and makes it easier to integrate future C# updates.
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As using a third-party parser generally involves more work than using Roslyn, the three
mentioned theses could not quite include as much as this thesis on C# does. Schwarzs
does not support multiple files and Bergers does not include Typescripts standard library
as there were some incompatibilities with the grammar she used. While Mager was able
to include the standard library and multiple files, his thesis does not include the analysis
of several open source projects.
All in all, the biggest difference between this thesis and similar work is the usage of Roslyn
and the advantages that come with it. Not having to deal with dynamic aspects while be-
ing able utilize Roslyns semantic model allowed the inclusion of the analyses of several
open source projects as well as the ability to support C#’s standard library, multiple files
and entire C# solutions.

4.4 Correctness

There are two arguments that can be made regarding the correctness of C#-To-RFG.
The first is the usage of Roslyn itself. This ensures that any given C# program is rep-
resented absolutely correctly, as Roslyn is the official Microsoft compiler after all. This
means that the syntax tree is the same one being created when compiling a given pro-
gram and that the information provided by the semantic model is correct.
Thus, all the information that is being processed during the creation of the intermedi-
ate node and edge representation is definitely valid. However, that does not necessarily
mean that the resulting graph is just as accurate. The queried information has to be saved
properly and edges have to be created in a manner that matches the underlying program
afterall. Thankfully, Axivion already supports C# in its current suite of tools. Therefore, I
could create dependency graphs using their software and check them against what my
own solution provided.
As the graph of a given input program will always remain the same, unless of course
features are added to it, it was fairly easy to create tests. By using the same Python API
used to create the graphs, I was able to query the nodes, edges and attributes of any
given .rfg file. Through the graphs created by Axivions own tool suit, I was able to create
automated tests for several small files and use these not only to ensure accuracy of the
graphs created by C#-To-RFG, but also to make sure that they stayed consistent during
development. Furthermore, Axivion provided me with a Python script that checks a given
graph against their C# language schema, which I also ran automatically on my test cases.
All of these tests can be found in the "Test" project included in the solution file on git lab.
As C#-To-RFG does not include all aspects of Axivions schema, any dependency graph
created by it does not contain every node, edge or attribute that would be created by Ax-
ivions current solution. When dealing with graphs consisting of thousands of nodes and
edges like the ones from the open source projects, one can no longer use automated
tests or their own eyes to ascertain accuracy of all nodes and edges. They do however
adhere to Axivions language schema.



60 5 OUTLOOK

5 Outlook

5.1 Missing features

Another kind of analysis besides the three detailed throughout this paper are metric based
ones. This would have required the inclusion of metric information in the nodes of the
dependency graph. While it would certainly be possible to include these, the focus of this
thesis was to support cycle, dead-code and architecture analysis as well as the ability
to analyse several open source projects. Therefore, metric analyses are currently not
supported, but it would certainly be possible to include them when expanding the project.
Furthermore, as previously mentioned, I was not able to include every single edge, node
and attribute found in Axivions C# language schema. Thus, a logical next step would
be to include the missing parts. As previously mentioned, I chose the nodes, edges and
attributes that I did mainly because they were necessary to achieve my goal of being able
to run Gravis’ analyses on the resulting graphs. Others were chosen as they were either
easy to implement or because they represent core aspects of C#.

5.2 Expandability

With each update to C#, new features are being added to the language. The introduction
of, amongst other things, the nullable reference type in 8.0 is an example of this.
In short, nullable reference types allow a developer to indicate whether a variable should
be allowed to ever be null by declaring it with a "?" at the end of its identifier. In a
traditional parser, one would have to update the grammar and make sure that it works
correctly. With Roslyn, it becomes part of the syntax tree as soon as you update your
installation. One can merely ask Roslyns semantic model whether a given variable is
nullable and implement any changes accordingly. As one can create their own analysis
using Gravis it would be thinkable to want to see all variables in a given program that are
nullable. The information could easily be added to nodes, for example by extending the
"Element" set of attributes.
Any other feature added to C# in the future would be just as easy to implement. The
syntax tree as well as the semantic model is immediately up to date and all that is left
to do is process the information given by Roslyn. This makes it very easy to update and
maintain C#-To-RFG when compared to a solution using a traditional parser.
Besides new features to C#, it is also fairly uncomplicated to add new edges and nodes
or even attributes. New nodes can be added by inheriting the "IntermediateNode" base
class. The only difference between different edge types is their "Kind" field, so adding
a new type of edge is as easy as changing its value. Attributes can be added by first
declaring them as legitimate values in the Python script, which is done in the RFGFactory
class, and then adding the new values to the list of attributes in IntermediateElement or
IntermediateSource.
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5.3 C# Wrapper

As previously mentioned, Axivions Python API was used to create dependency graphs
in their proprietary format for use with the Gravis software. Unfortunately, no API for C#
was available when I started to write my thesis.
However, they do provide a C API. So originally, I planned to write my own wrapper for
it. During the first few weeks of this thesis, development of a C# API started at Axivion
internally. It was unclear whether this would be done in time for me to use, but its devel-
oper was rather optimistic. Thus, I decided against writing my own wrapper as it would
be obsolete once Axivions was completed. However, I still needed access to their API
to proceed with my thesis. Therefore, I decided to use their Python API instead. The
distinct advantage of doing so was that I could simply write the code to generate the var-
ious nodes and edges of a given graph into a Python script and run that as part of my
software. This is far easier to implement than a wrapper but has a distinct disadvantage
when it comes to performance.
Unfortunately, the wrapper was not finished in time, so I had to stick with the Python so-
lution. As a result, an obvious improvement that could be made is to implement said C#
API once it is available. It would mean that the entirety of C#-To-RFG would be written in
C#. This would be especially useful when it comes to architecture checks, which currently
cannot test for dependencies to the Axivion API, as the calls are part of the Python script
that is being executed, rather than the C# code itself.

5.4 Performance Improvements

Replacing the Python script with native C# calls to Axivions API would be a first step to
improve performance. When generating graphs for some solutions, roughly thirty per-
cent of the run time was spent executing the Python script after all. Another possible
improvement would be parallelization. Currently, each source files syntax tree is being
analysed one by one. However, as the semantic model does provide references to sym-
bols outside the current syntax tree, going through one syntax tree does not rely on any
information gathered from another. During the creation of the Python script, the symbol
references are matched to the corresponding nodes of the intermediate representation.
Thus, it would be possible to create new threads for each project and again for each
source file. As my goal was to be able to support Gravis’ analyses and run them on a few
open source projects, implementing threads was not a high priority.
Another aspect that could be improved is memory usage. As seen in table 3, C#-To-RFG
currently uses up to six gigabytes of memory. While a large part of that stems from saving
the intermediate representation, memory usage does spike when filtering out duplicate
nodes and edges. Right now, the lists distinct function is used to achieve this, which in-
ternally creates a hash map of all nodes and edges to distinguish them. While this made
it fairly easy to avoid duplicates, it does have a heavy impact on memory usage. An alter-
native would be to take more care when creating nodes and edges to avoid duplicates.



62 6 SUMMARY

However, this may decrease performance and would also be hard to implement along-
side threading as duplicates can stem from different source files. As available memory
has increased drastically over time, I would prioritize performance improvements over de-
creasing memory usage.

6 Summary

The result of my paper is the program C#-To-RFG. It can be used to create dependency
graphs for large C# projects that can then be analysed using Gravis.
Details of the used language schema were given as well as the core algorithms used
when creating a dependency graph.
By using my own program as well as four open source projects, I was able to show that
meaningful analyses can be run on the created graphs.
My work was then evaluated compared to others, in terms of performance and correct-
ness. And finally, concepts to improve and expand C#-To-RFG were discussed.
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