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Abstract

The RPython JIT already is very capable of optimizing its traces. For certain kinds of
workloads, however, its abstract interpretation of integers leaves room for improvement
regarding its precision. For example, when generating code for validating pointers or in-
dices for memory access in the Pydrofoil project, a lot of redundant checks on integers are
being conducted on the lower-order bits. Those can be optimized (or even eliminated) by
adding a known-bit analysis to the optimizer’s repertoire, in addition to the range analysis
that it already performs on integers.

Such an analysis can be implemented based on ternary numbers and tri-state logic. Each
bit of an integer is augmented by a third “unknown” state. Bit-wise and arithmetic-logical
operations on ternary numbers and tri-state bit vectors have already been explored and
are implemented in many compilers, static analyzers and Constraint-Programming- and
SAT-/SMT-solvers.

The focus of this thesis lies on the implementation of an abstract interpretation which
tracks known bits of integers, its integration with the analysis and optimization infras-
tructure already present in the RPython JIT and on testing it both for validity and per-
formance. This analysis is rather specialized on accelerating workloads specific to the
Pydrofoil project (ISA-level CPU emulation generated from SAIL IR (“JIB”) code). These
limitations predominantly stem from the nature of the traces generated by Pydrofoil (no-
ticeably more bit-wise operations that regular Python traces) and the abstract operations
implemented and how knowledge about known bits is being used. The implementation
can easily be extended in the future.

While no significant improvements could be measured using PyPy’s own general bench-
marks (which was to be expected), the expected improvements for Pydrofoil-specific
benchmarks could both be measured in benchmarks and seen in the generated traces.
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1 Introduction and Motivation

In a world where interpreted and Virtual Machine (VM)-based programming languages
have been on a constant rise of popularity [Pau07, IMR13] for decades, just-in-time com-
pilers (JITs) have become a corner stone in accelerating performance-focused workloads
on such languages [BCFRQ9] to re-gain some of the performance lost in the trade for
higher levels of abstraction [Tra09]. Many of the principles of optimization from traditional
compilers can also be applied on JITs, and some new techniques have been developed
over the years, to squeeze as much performance gain out of just-in-time compilation as
possible.

RPython is a part of the PyPy project. It is both a language subset of Python ("Restricted
Python") and a toolchain for implementations of dynamic language interpreters [AACMOQ7].
The RPython UITl uses an abstract interpreter to gain knowledge about the traces cap-
tured in order to perform several optimizations on them. For integers, it tries to narrow
down the set of possible values for each variable using a value range analysis [BCFR09].

The Pydrofoil project is an ISAs (ISA)-level CPU emulator built on RPython[T| An emulator
is essentially an interpreter for machine instructions, which is why the RPython platform
may be reasonable platform to bring the advantages of a high-level, dynamic language
like Python to hardware emulation [repa].

With a careful look at the traces generated by the UIT|, certain patterns emerge in them
— for example redundant, often bit-wise value checks and guards which stem from the
emulator decoding instructions or validating pointer alignment. This kind of redundancy
can be observed in Fig. (1 for example. This is an excerpt of a trace from a Pydrofoil-
RISCV run that contains a simple case of redundant bit checks. Some unnecessary detalil
was removed and comments were added for readability. The code does the following
(more about traces in Section [2.2.1):

* 140 is being read from memory (some register in the emulator).

» 140 is checked against some upper limit and the guard asserts that the i40 is
smaller.

» The lowest bit of 140 is asserted to be 0.

» The second to lowest bit of 140 is asserted to be 0.

» The most significant bit is asserted to be 0.

* Add 4 (100 in binary) to 140.

» Check for the lowest two bits again if they are 0 — which is redundant, because the
lowest two bits have already been verified to be 0, and adding 4 won’t change these
bits.

Extending the JIT’s optimizer’s capabilities so that it can track knowledge about single bits
of variables is expected to improve the performance of these specific kinds of workloads,

"That is a simplification; more about Pydrofoil in Section
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2 1 INTRODUCTION AND MOTIVATION

which is exactly the motivation for this thesis. The goal is to extend the optimizer so that
it can optimize away such redundancies as, for example, described above and shown in
Fig.[1} Improvements on general PyPy or Python benchmarks were not to be expected.

This thesis gives insight on the implementation of the known-bit abstract domairﬁ into
the RPython JIT], the reasoning behind it and algorithms used, testing methodology and
empirical evaluation of the effects of the new analysis.

# 0. read 140 (details are not important here)
i40 = getfield_gc_i(...inst_zx14)

1
2
3
4 # 1. check that smaller than some number
5 i44 = int_1t(i40, 2214592508)

6 guard_true (i44)

7

8

9

# 2. check that lowest bit is 0
i46 = int_and(i40, 1)

10 148 = int_eq(i46, 1)

11 guard_false(i48)

13 # 3. check that second to lowest bit is 0
14 150 = uint_rshift (i40, 1)

i5 152 int_and (i50, 1)

16 154 = int_eq(i52, 1)

17 guard_false(i54)

19 # 4. check that most significant bit is 0
20 156 = int_and(i40, -9223372036854775808)
21 157 = int_is_true(i56)

22 guard_false(i57)

24 # 5. add 4 = 0b100
25 159 = int_add(i40, 4)

27 # 6. check that the two lowest bits are 0
28 161 = int_and(i40, 3)

29 162 = int_is_zero(i6l)

30 guard_true(i62)

Figure 1: Example for redundant bit checks in a Pydrofoil-RISCV JIT trace

2The source code can be viewed on the tristate fork of the PyPy repository on GitHub
see https://github.com/NiRit100/pypy/tree/tristate
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2 Background

Before we can approach the contribution of this thesis en detail, some technical back-
ground and formal terminology have to be established. Sections [2.1.2/and [2.1.3| provide
definitions and illustrations for both, the range domain Z and the known-bit domain K,
without relying on implementation details. These will be referenced in Section 3 when im-
plementing the domains. Sections[2.2]and[2.3|provide background about the environment
in which the known-bit analysis will be implemented and why, respectively.

2.1 Abstract Interpretation and Abstract Domains

Abstract interpretation is the process of interpreting code in a static (often compile-time)
context, detached from the actual execution of the program, while approximating the con-
crete run-time calculations through less precise, but also less expensive to calculate ab-
stract domains [Cou05]. An abstract value in the abstract domain corresponds to a set of
concrete values, and vice versa. It is reasonable to choose the abstract domain so that
it has a useful correspondence to (a hierarchy of) properties of elements of the concrete
domain. The operations in the given program, which at run-time would be calculated on
the concrete values, are being executed as so-called transformations by an interpreter on
the abstract values during abstract interpretation [CC76].

While the formal investigation of abstract interpretation and the two abstract domains
relevant to our implementation is beyond the scope of this thesis, some formal defini-
tions and properties will be helpful for understanding both the implementation (Section (3)
and testing strategies (Section [4). The two abstract domains relevant for this thesis are
described in Sections[2.1.21land2.1.3]

Cousot and Cousot formalized abstract interpretation in the 1970s [CC76,/CC77alCou03],
and the following brief introduction heavily borrows from their original notations, defini-
tions and construction (from [CC76] for the rest of Section unless cited or stated
otherwise - identifiers may differ).

Both domains, concrete D. and abstract D,, are expected to be partially ordered by
the a subset relation (C for D., and C for D, (see below)), with a corresponding least
(L) and largest (T) element. Elements v. € D., which are sets of concrete values, are
mapped to the abstract domain by the monotonic abstraction function «. Its counterpart,
the concretization function ~, also monotonic, maps abstract values v, back to sets of
concrete values, called the concretization of the abstract value.

o D.— D, (1)
v: Dy — D, (2)
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4 2 BACKGROUND

For a shorthand notation of v, = a(v.) (resp. ve = Y(va)), ve S v, (resp. vy, L ve) may
be used.

The two functions by definition fulfill the following properties (e.g. they form a Galois
connection between D, and D,, as visualized in Fig. [2):

Voe € De: ve € y(a(ve)) (3)
Vug € Da: vg = a(y(vq)) (4)
v’U(: S D:: Ve C ’Y(Oé(vc)) vva € Dz: Vg = O‘(V(Ua))
® o. v(a(e)) ¢ . ° i .. ~E) ¢ . .
° AR * ° 5 ® d
[ ] ) L : . LJ [ ]
° . | ° ° : ,.
® e a(e) . . ® e a(y()) .
° o o [ ] °
° ® o ° ® o
D. D, D, D,

Figure 2: Egs. (3) and (4), visualized

The union operator U and the intersect operator 1 for abstract values are defined like this
(for the latter one, see especially Section 9 in [CC76]):

with V (UCI,U02> € Dg:
with  V (ve1, ve2) € Dg:

U: D?— D,
M: D?> — D,

And from that we can derive the subset relation C and superset relation 3 for the partial
ordering on D,:

A (Uala ’Uag) S Dg:
Y (Va1,Va2) € Dg:

(7)
(8)

Vgl & Va2 & Va1 U Va2 = Va2

I n

Vgl = Va2 & Va1 U Va2 = Va1

The least element L of the abstract domain D, therefore always is what is usually written
as [:

1 =0Owherey(d) =0 and a(0) = 0O 9)
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2.1 Abstract Interpretation and Abstract Domains 5

Then, finally, abstract values for each variable are associated with each point (instruction)
in the program. An abstract context at a specific point in the program is defined as a set
of tuples (id,v,) where v, € D,, one for each variable id. The abstract interpreter then
performs transformations on these abstract contexts as it interprets the code. Cousot
and others have defined algorithms and frameworks for reasoning on these contexts for
basic imperative programs (with loops and branches) [CC76] among other programming
paradigms [CC77b, |ICC82, ICC92, ICou05]. For the purposes of this thesis it will suffice
to cover what is necessary for programs in linear static single assignment three
address code (TAC) form (see Section [2.2), because the RPython JIT does not analyze
loop context convergence in the way presented by Cousot and Cousot [CC76], but rather
heuristically.

The RPython UIT]s optimizer uses the "meet" approach for gathering information (see
Section [2.2.2), meaning the initial abstract value of each variable is T, with the goal to
shave away from the abstract value (using transformations and M) with each program
point. As a side note, the contrary approach — arguably more intuitive — is the "join"
approach (which is also the first Cousot and Cousot describe). In that case, the initial
value of each variable would be L = [0, and with each program point the interpreter
would add to it using transformations and L.

Put simply, with the "meet" approach, the interpreter excludes impossible values from the
abstract value of each variable, whereas the "join" approach includes possible values.

2.1.1 Soundness and Precision

The abstract interpretation has two grand goals it has to meet.

First and foremost, the abstraction must be sound, p,

to ensure that conclusions made on the ab- t

stract domain are always valid conclusions on the vCC €D T(vf)
corresponding concrete domain [CC76l VSNN21, o| Ly
Cou05, ICMBB17b]. Put differently, the Galois con- )
nection between the domains (Egs. and (@) a(ve) € Dy —— #(a(w)

must be stable across transformations. That means |

that for each n-ary operator t(vei,...,ve) ON the L

concrete domain with a corresponding transforma- Figure 3: Soundness across transfor-
tion §(vVat, ..., van) ON the abstract domain the follow- Mations (Eq. (19)), visualized

ing must always hold true:

YV {{ver}, ooy {en}} C Dey {va1, oy Van} C Dy (With vg € y(vg;) fori € [1,n]) : (10)
7= T(Vely ooy Uen) = 1 € Y(E(val, vy Van))
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6 2 BACKGROUND

l.e., each possible result of each operation on the concrete domain must be reflected
in the abstract value of the result of the corresponding transformation on the abstract
domain, as visualized in Fig. 3]

For the UIT] setting, unsound analysis might result in an output program which is semanti-
cally different from the input of the compiler, which leads to unintended, wrong behaviour.
Such errors would realistically be nearly impossible to identify for a user of the JIT] (their
program, after all, might semantically even be compliant with its specification), and an un-
sound abstraction bug can lie hidden within an in-production system if it is subtle enough

(see Section [4.2).

On the other hand, it should be sufficiently precise, so that it yields useful information
about the program analyzed, whatever the concrete purpose of the analysis may be
[CCY6, VSNN21]. The smaller the cardinality of the concretization of an abstract result,
the more precise the abstract transformation approximates the concrete operation.

More precise implementations obviously provide useful analysis results more often and
faster (e.g. constants are found more quickly, contexts of loops converge more quickly,
etc.) [CC76]. However, in a JIT] setting especially, trading off some precision for signif-
icantly cheaper computations might be reasonable. The priority that precision has over
other goals highly depends on the application.

In general, imprecise (but sound) implementations are valid implementations, while un-
sound implementations render the analysis results inconclusive [Cou05] (and therefore
invalid in the sense of the purpose of the analysis).

2.1.2 The Range Domain

The range domain (sometimes called "bounds" or "int-bounds" domain) is a good first
example for an abstract domain here, not only because it is intuitive to understand and
also often used as an illustration [CC76| (Cou05, Hor] and in practice [Mini12], ILLH™21],
CMBB17b, BRN™20], but also because it is already implemented in the RPython UITIs
optimizer for integers (see Section [2.2.3).

The range domain is an abstraction of the concrete domain of integers P(Z) (where P
be the power-set operator). It is defined as the domain Z of integer intervals [l, u|, where
{l,u} CZand ! < u.

The ~ function for this pair of domains is trivial (it is just the identity of the interval itself
since intervals are already sets), but the « function is worth noting:

a: VeCZ: afc) = |min(c), max(c)]

The T element on the range domain is the (—oo, c0) = Z range.
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2.1 Abstract Interpretation and Abstract Domains 7

An abstract value of the form v = [a, a] with a € Z has the concrete cardinality |y(v)| =
|{a}| = 1 and is therefore considered a (known) constant.

For the M operator, the regular set operator N can be applied. For LI, an over-approximation
of U is used by defining it as follows: For {z,y} CZ: zUy = a(y(z)U(y)) = a(zUy).

The arithmetic unary negation operator (—) on integers can be implemented on the ab-
stract domain (as &) quite easily:

o: Vo, =[lbul €Z: ©v, =0],u] :=[—u,—]]

Addition (&) is also quite intuitive:

D: YV va1 = [l1, u1], va2 = [l2,u2] € L1 va1®va2 = [l1, u1]B[l2, uz] := [Li+l2, u1+us]

And for multiplication (®) and several other operations (such as bit-shifts, integer division,
etc.) the simplest approach is to re-construct the interval from the ground up like this:

X: Vval = [ll,ul], Vg2 = [ZQ,UQ] el

Va1l @ Vg2 = [l1,u1] ® [lo, uz] := a({l1 * la, 1 * ug, uy *la, uy *ua})

Note that the consequences of hardware representation and precision on integers (e.g.
finiteness, possible overflows, representation of negative integers in two’s complement)
have not been addressed in this purely theoretical consideration. That, as well as bit-wise
and bit-shift operations are rather a matter of the implementation because they depend
partly on platform and environment, and are therefore discussed in Sections[2.2.3]and

2.1.3 The Known-Bit Domain and Ternary Numbers

The abstract domain of known and unknown bits K is less mathematical and more tech-
nical by nature. It abstracts the concrete domain of integers P(Z) in their binary repre-
sentation as bit vectors by allowing not only 0 and 1, but also an additional "unknown"
value ? per bit [VSNN21, ICMBB17b, IPPF™, Min12, Min12]. (Note that the bitlist domain
developed by Chihani et al. [CMBB17a, ICMBB17b] allows for four values per bit — they
add a "conflictual" value which is of no further importance for this thesis.) In practice,
negative integers are represented by their two’s complement [VSNN21].

An abstract value of that domain is commonly understood as a ternary (e.g. base-3)
number (or tnum [CSEB]). A single ternary digit of a ternary number, as the pendent to a
bit, will be called a trit. An example for such a value is 107101.
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The a and v functions, as long as there is no concrete implementation at hand, can best
be described in prose. Examples can be found in Fig.

* The known 1s and 0s of the abstraction «(c) of ¢ C Z are all the bits where all
(binary) integers in ¢ "agree", meaning the bits are equal. Consequently, all the bits
where at least one number "disagrees" with one other number, become ?s in the
abstract value.

* The set of concrete values v(a) of a € K can be obtained by setting the ? trits in
to all possible combinations of 1s and 0s while keeping the known trits.

For the example 107101 from above: v(10?7101) = {100101, 101101} = {37,45}

? ? ?
100001 1 0 =134 a 1 07 0 1% 0
1 00010 0 0
c 1100 10 1 0 =202
100010 10
100110 1 0 =154 @1 0001100
al@)[1 7 0 7 2 2 1 0 e
A Lo
2% {130,134, ..., 154, 158,194, 198,202, ...} Lo 1o 111

Figure 4: Examples for calculations of o and v on K
The T element of K is the ternary number with all unknown (?) trits.

An abstract value k that contains no unknown bits (only 1 and 0 trits) has the concrete
cardinality |y(k)| = 1 and is therefore considered a (known) constant.

To obtain the minimum of the concretization of an abstract value, one simply has to set
all ?s to 0 (ignoring two’s compliment for the moment). Analogously, the maximum can
be obtained by setting all the ?s to 1.

The bit-wise — or rather, trit-wise — operations stem from standard three-valued proposi-
tional logic [Jon|, [Kno84] as defined in the truth tables (Table [{).

to 2
&0 7 1 [ 10 ? 1
0/]0 0 O 0|0 7 1
t7, 2|10 7?7 7 tv 7|7 7 1
110 7 1 11 1 1

Table 1: Ternary truth tables for "not" (~), "and" (&) and "or" (|)

Bit-shift operations on the known-bit domain K are simple. The trits in the ternary number
are shifted as the bits are on the concrete domain [VSNN21]. In practice, sign-extension
applies to the ? sign trit as it does to the 1 sign bit.

Arithmetic operations on the known-bit domain K comply with regular arithmetic on ternary
numbers, and therefore work analogously to binary and base-710 arithmetic. The basic
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2.1 Abstract Interpretation and Abstract Domains 9

rules of addition can be derived from the bit-wise logical operations introduced above and
half-adder logic: The carry-trit is given by & on the given input trits, while the sum trit is
given by xor (+) (see Table 2) [Jon].

~~
[}

t

=N O 4+
= OO
N N NN
O N =

Table 2: Ternary truth table for the bit-wise sum (xor) operator (+)
Intuition for the addition of elements of the known-bit domain K can be obtained by having
a look at (ternary) long addition, like in the example below (Fig. [5) [VSNN21].

1 0 1 2 {9,11}
+ 1 0 7?2 0 {810}
+ ? (carry)
= 1 0 ? ? 1 2{17,19,21,24}

Figure 5: An example for long addition on K
taken from Vishwanathan et al. [VSNN21]

Intersecting (1) on {vq1,va2} € K works by setting ?s where both v,; and v,y have ?s,
and copying all the known bits. Disagreement between the values leads to the L result.
Examples can be found in Fig. [g]

?2 7?2 2?2 1
Va1 1 0 2 7?2 0 Z‘“ 2 2 o .
1 ? 0 1 0 a2 :
Ya2 Vg1 Mvga | L 0 0 L
Va1 Mgz |10 0 1 0 L

Figure 6: Intersection (1) examples for K

In the implementation, the bit vectors (integers) are limited in their width to the number
of bits in a single machine integer. More on signedness, overflows, and concrete imple-
mentations will be discussed in Sections[2.2.3] [3]and
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2.1.4 Combinations of Abstract Domains

Abstract domains that share the same concrete domain can be combined to allow for
higher degrees of precision. The intersection of sound abstractions, trivially, is sound

[CMBB17b] (see also Section[2.1.1) F|

A combined abstract value can be understood as an n-tuple of abstract values of n dif-
ferent domains. For example, ([2,10],??71) is a combined abstract value of Z and K — or,
put differently, an abstract value of the combined absdomain Z x K.

The « function for combined abstract domains works by using the a function of each
domain to construct the n-tuple. The ~ function works by using the ~ function of each
element of the n-tuple, then intersecting (N) the resulting sets. Similarly, intersection of
two values on the combined abstract domain (1) can be defined by intersecting each of
the n-tuple’s elements.

Arithmetic-logical transformations on combined abstract values will be written with con-
ventional arithmetic-logical operator symbols (+, —, <<, &, ...). They map to the corre-
sponding operations on each of the sub-domains (for example, + maps to @ on Z and +
on K), to be calculated element-wise:

Let  be an arbitrary operator and {z,y} € C, = = (z1,x2,...), y = (y1,¥2,...) (Where C
is the combined abstract domain) and assert, without loss of generality, that a concrete
operation 1 corresponding to 1 is defined on each sub—domairf_f]; then the abstract result

isgivenby 2ty = (21 1y1, 22192, .-.).

3With the above definitions in mind, assume now — in contradiction to the hypothesis that the intersec-
tion of two domains is sound (in terms of Eq. (10)) — that there exists a concrete result . of a concrete
operation that is not an element of the concretization ~(r,) of the corresponding combined abstract result
rq = (Ta1,Ta2,...), Or more precisely: r. ¢ ~v(ra) = Y(re1) Ny(re2) N .... From this can be concluded that
at least one of the v(r4») did not contain r. in the first place, implying that either r. is not the result of a
concrete operation (#) or one of the abstractions forming the combination violates Eq. and is therefore
not sound (#).

*|f the operation has no defined transformation on a sub-domain, T is a sound approximation to return.
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2.2 The Technical Background 11

2.2 The Technical Background
2.2.1 A brief Introduction to PyPy and RPython

PyPy is an implementation of Python (i.e. a Python interpreter) in Python. Beyond that,
the project provides a platform for the implementation of dynamic languages in general,
with the RPython toolchain. PyPy’s Python interpreter itself is built upon the RPython
toolchain [AACMOQ7].

RPython is a "reduced", statically typed dialect (but a proper subset) of the Python lan-
guage, so that types can be inferred at compile-time [AACMOQ7|. The RPython toolchain
is a compiler for interpreters written in RPython, with a C backend. In the case of PyPy,
the RPython toolchain is used to generate the PyPy Python interpreter, although it can
be used to generate all sorts of interpreters, which is of interest for the Pydrofoil project
(see Section [AACMO07, BCERO9].

PyPy is known in the Python community for having a performance advantage over the
regular CPython implementation [zpya, zpyb]. This boost in performance largely stems
from PyPy’s Tl [Rog16]. The UITlis part of the RPython toolchain, which weaves it into
the interpreter at compile-time almost automatically.

2.2.2 The RPython JIT and its Optimizer

The modern RPython UIT]is a (meta-)tracing JITl During interpretation of some program
the interpreter looks for "hot loops" (loops which are expected to be executed very of-
ten) and once it finds one, it enters tracing mode. During tracing mode it executes the
loop once and records all actions performed by the interpreter (operations, operands,
results) in a trace. The trace essentially is a linear sequence of instructions with guards,
which is expressed as in form. This method of just-in-time compilation has
the disadvantage that it only traces (and therefore compiles) one out of multiple — some-
times many — possible paths through the loop, but one of the later iterations might deviate
from that path. To combat this problem, the tracer inserts guards wherever the execution
might deviate from the traced path. Guards essentially are assertions about the values
of variables, and when a guard fails (e.g. it asserts False) the interpreter drops back into
regular interpretation mode. [BCFRQ9]

After tracing, the performs several optimization passes on the trace. First it constant-

folds and removes instructions only concerning the internal state of the interpreter [BCFRQ9].

Then the optimizer runs the main abstract interpretation pass, where it also performs
analysis on machine integers, which is where the main concern of the following sections
lies. The results of this analysis are used for constant folding, loop unrolling and getting
rid of unnecessary guards, among other optimizations. Afterwards, dead code produced
by the optimizer is eliminated during liveness analysis for register allocation and the code
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# RPython code

1
2 .
1 # correspondin trace:
3 def f(a, b): ) p g
4 if % 46 == 41:
b % 46 3 loop_header (result0, no0)
5 return a - b . .
4 10 = int_mod(n0, Const (46))
6 else: . . .
§ return a + b 5 i1 = int_eq(i0, Const(41))
. 6 guard_false(il)
7 resultl = int_add(result0, no0)
9 def strange_sum(n): .
g nl = int_sub(n0, Const(1l))
10 result = 0 . .
. 9 i2 = int_ge(nl, Const(0))
11 while n >= 0: .
10 guard_true(i2)
12 result = f(result, n) .
11 jump (resultl, nl)
13 n -=1
14 return result

Figure 7: RPython code and corresponding JIT] trace, taken from [BCERQ9]

is passed on to the back end. [BCFRQ9, [repb]

Generally, the optimizer uses a "meet" approach (see Section [2.7). Live variables enter-
ing the trace (in Fig. [/} result and n) are initialized with an abstract value of T. The
abstract values are, as proposed by Cousot and Cousot [CC76], mainly refined by knowl-
edge gained from check operations (for example int_eq or int_ge, followed by guards).
During abstract interpretation, because the code is in and mostly linear, the opti-
mizer will calculate the abstract value of each variable directly from the the operands
using the according transformations at each assign operation. Arguably, this is not strictly
compliant with the "meet", nor the "join" approach as discussed in Section Itis, how-
ever, equivalent to the "meet" and the "join" approach (representable as = 1L/ | = z or
xMT =x).

Being calculated from their predecessors directly, the values are naturally propagated
forward along the control flow path, but the optimizer also has a backwards propagation
mechanism, so that knowledge gained from check operations and calculations can also
be applied further back in the trace. That way, operands of calculations can be refined
with knowledge gained from checks further down (see Fig. [8). During backwards prop-
agation, the optimizer executes reverse transformations to refine the operands of each
operation along the data flow path.

All the integers analyzed by the JIT| are of width LONG_BIT, one machine word, usually 64.
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= some_ runtime Value ]
K\J N
[#2 i2 = int_add( i1 ,
[#3 i3 = int_is_zero( 12 ) ]
[#4 guard_true( i3 ) ]
analysis conclusion: il == -64 [#11 i1l = int_add( i1 , 32 ) ]
This knowledge gained from #2-#4 concerns il.
This information can be used later in the trace if it is ‘
actually propagated back to i1‘s abstract ‘ . . . .
representation in #1. [#12 i12 = int_is_zero( ill ) ]
The optimizer can then come to the conclusion that ‘ \
#13 is redundant and can be removed. .
[#13 guard_false( i12 ) ] 4

The importance of backward propagation of knowledge in the abstract domains can clearly be seen in this
example.

Let i1 be a live variable entering the trace (that means that it is T in the beginning of the analysis). Using
reasoning about ranges, from lines #2 to #4 can be concluded that i1 + 64 = 0 going forward (otherwise the
guard would fail and the rest of the trace would not be executed). However, this piece of information must
first be calculated from i3 backwards to obtain a refinement for i1: It is known that i3 is True for the rest of
the trace; from that the optimizer can conclude by backwards reasoning that, since i3 = int_is_zero(i2),
it is asserted that i2 == 0; and then, since i2 = int_add(il, 64),thatil == -64 is asserted.

By propagating this knowledge back through the trace, it is made available for later use, for example in lines
#11 to #13, where the optimizer can conclude that the guard at #13 is redundant.

Figure 8: A diagram highlighting the concept and importance of backward propagation

control flow {data flow
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14 2 BACKGROUND

2.2.3 The RPython JIT Optimizer’s Range Analysis

Note that this section references the state of the optimizer — mainly the IntBound class
and intbounds.py — in its original stateE] Due to regular development done on the opti-
mizer, bugs that have been fixed in the meantime (see Section and this work possibly
having been merged at the time of reading, the current state of the main branch might
differ.

The optimizer already has an implementation of the range analysis. It consists of two
primary components: the optimizer component, which handles all the abstract interpre-
tation infrastructure, and the implementation of the range object: Its abstract values [I, u]
are represented by the IntBound class, which has four fields:

identifier type semantics

lower Integer  The lower bound [

has_lower Boolean Wether the lower bound exists (to allow —oc)
upper Integer  The upper bound «

has_upper Boolean Whether the upper bound exists (to allow ~o)

)

On the IntBound class, the transformations for the abstract domain (&, |, ~, +, +, -, *,
/, <<, >>, signed >>, %, ...); as discussed in Section and the refinement func-
tions (make_eq, make_ge, make_le, make_gt, make_1t; for adjusting the upper and lower
bounds) are implemented. The optimizer can retrieve the constant value from the class if
the abstract value is constant and also compare it by its bounds to other IntBounds and
integers, using the comparison functions known_ge, known_le, ..., equal, and contains.
Last but not least, it can intersect a range with another, which is especially important
for backwards propagation. [repb]

The arithmetic operations on the range objects are implemented in a similar way as de-
scribed in Section They handle possible number overflows by setting the cor-
responding bound to non-existent (has_lower, resp. has_upper to False) — the upper
bound for overflowing on the positive end beyond MAXINT, the lower bound for underflow-
ing on the negative end beyond MININT. Note that the wrap-around on overflow is not
included in the range value.

The following example illustrates this behaviour:

[0, MAXINT — 1] @ [5,5] = [5, 00)

In a more general sense:

Instead, the responsibility for catching possible overflows lies on the side of the optimizer

Sas of commitlddd2097
see https://github.com/mozillazg/pypy/tree/ddd20976868e577485e2339d558c£1a07047117f
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[a,0] @ [c,d] = [z,y]
with x — —oc0 iff @ + ¢ < MININT (11)
y — oo iff b+ d > MAXINT (12)

(otherwise as defined in Section|2.1.2)

Symbol — (resp. —) denoting convergence towards, from above (resp. below);
thus excluding —oco and oo from the range since they are not representable by machine integers.

component. Whenever a result of an operation has its has_lower or has_upper set to
False, that is to be interpreted as an indication for an overflow that cannot be excluded.

In practice, typical examples for a refinement of the range of a variable are such where
the integer semantically represents the length of an array or a string — even if the length
cannot be statically inferred, the JIT] can at least know that negative values are excluded.

2.3 Pydrofoil

The Pydrofoil| project is a certain kind of interpreter on the RPython platform: An
level CPU emulator. More specifically, the project aims at generating an RPython transla-
tion of the JIB code (which is the intermediate representation (IR) generated by the SAIL
compiler), to then be compiled into an RPython-based interpreter (emulator) binary by the
RPython compiler. The resulting emulator is built upon RPython like, for example, PyPy
Python is. As of the time of writing, it specializes on the RISCV SAIL model, although
adapting it to other SAIL models is certainly possible.

SAILIZ]is an[[SAtlevel hardware description language. It can be compiled to Coq for formal
analysis (e.g. formal verification of the architecture, not of further interest for this thesis),
and JIB for sequential execution of binaries (e.g. emulation).

Fig.[9 shows a visual representation of the relationship of SAIL, Pydrofoil and RPython.

This thesis aims at improving the performance of these kinds of workloads specifically.

®see GitHub.com/pydrofoil/pydrofoil
’see GitHub.com/rems-project/sail


https://github.com/pydrofoil/pydrofoil
https://github.com/rems-project/sail
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Sail CPU ISA Specification

sail generates

JIB intermediate representation

pydrofoil generates

2 BACKGROUND

program

compiler generates

binary fil

e [guest]

y

input to
y

emulator bin

ary with jit

RPython Code

Handwritten RPython Support Code

\\\Efifhon generaiji////

emulator binary with jit

at runtime produces

machine code [host]

'

behaviour

Taken from the Pydrofoil GitHub repository.
The process of generation of the emulator binary is shown on the left,
the execution of a guest workload with said binary is shown on the right.

Figure 9: A visualization of the relationship between Pydrofoil, SAIL and RPython
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3 Modifications on the JIT

Early on, the decision was made to implement the known-bit analysis alongside the range
analysis, inside the same class. The IntBound class would become something what
would better be called the AbstractInt class (name change pending). This approach
has the advantage that the optimizer component does not have to instantiate multiple
objects per variable — which would be many for code in[SSAlform — and it also has to call
only one transformation per operation on one abstract value. But most importantly, the
IntBound class is already integrated in the optimizer’s infrastructure (e.g. the optimizer
component), complete with unit and integration tests, so that the effects of each change
can immediately be seen (see also Section [4). Transformations that are described as
"not implemented" in the following sections return T.

All knowledge about integers lies in one abstract value class, which also proved useful
when the decision was made later to introduce synchronization between the two domains.
At first that was not planned, so the two domains mostly function independently from
each other — synchronization only happens on construction and refinement (intersect,
make_...) —more on synchronization in Section (3.6

The following sections mainly focus on the abstract value side, since changes on the op-
timizer component side (see Section [3.7) were mostly not necessary, and most changes
made were minor.

3.1 Representation of the Ternary Numbers Abstract Domain

The AbstractInt class (formerly IntBound) is extended with two attributes:

identifier type semantics
tvalue r_uint Contains known 1s and 0s
tmask r_uint Marks ("masks") unknown bits as ?s

Note: The r_uint type is a "primitive" integer type provided by the RPython framework. It is an unsigned
integer type that is fixed to a width of LONG_BITS (see constants defined below) and does not have the
dynamic properties of a regular Python integer (like automatic expansion to a BigInt on overflow, etc.).

These two fields together represent one ternary number. In order to preserve the ability
to perform bit-wise operations on ternary numbers with as few instructions as possible,
each trit of the ternary number is represented by two bits — one in tvalue and one in
tmask. The n'" tvalue bit and the n" tmask bit together define the n!" trit. That allows for
four possible states per trit, which are to be interpreted as depicted in Fig.

Intuitively, tvalue contains all known 1s and 0s, while tmask marks the trits where it is 1
as ?, like a mask laying over tvalue, "hiding" the unknown bits of tvalue.

This is the same representation used by Vishwanathan et al. [VSNN21], so that their al-
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tvalue bit 0 1 0 1 gy;e 1 symbct>| in trlis conte;t .?engteskthat th:)s.tcoy?ina;tionl of

. its represents no ternary digit. Any known-bit abstract value
:I,t}[aSkI bt ‘ 8 2 i i containing one or more such bit combinations is considered L in
rit vailue !

the sense of Section[2.7] by convention.

Figure 10: Bit-wise representation of ternary numbers

gorithms — mainly the addition — could directly be implemented without major modification
(see Section[3.2). Other implementations (e.g. the LLVM KnownBits. cpp implementation
[PPE™] and CP(BV) [CMBB17b, [CMBB17a]) use different representations, so that their
algorithms had to be adapted before they could be applied.

There are a few constants for the tuple (tvalue, tmask) that may improve readability of
the pseudo-code throughout further sections (recall two’s complement):

identifier value  semantics
KNOWN_ZERO (0,0) known constant 0
UNKNOWN (0,—1) known-bit T element (all trits are ?)

KNOWN_BITWISE_ONE (—1,0) constant —1 (all trits are 1)

Table 3: Some important known-bit constants

Besides that, some integer constants:

identifier  value semantics

MININT 10...0 (binary) Minimum representable integer (in two’s complement).
A number with only the most significant bit (MSB) set.
Value depends on the platform.

MAXINT 01...1 (binary) Maximum representable integer (in two’s complement).
A number with all bits set, except the
Value depends on the platform.

LONG_BIT wusually 64 Width, in bits, of a machine integer.
Value depends on the platform.

Table 4: Some important integer constants

3.2 Implementation of Abstract Operations (Transformations)

By no means was every integer operation implemented on the known-bit domain K, but
only those that could often be observed in Pydrofoil traces. Recall that a transformation
returning T is always sound (see Section[2.1.4), just not precise. This allowed for devel-
opment in small steps and easy future extensibility, while the whole optimizer stays fully
functional.
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3.2 Implementation of Abstract Operations (Transformations) 19

For each of these functions, let r be the result object to return. The actual construction
was removed for simplicity along with everything concerning the range domain, and the
function’s names were changed.

3.2.1 Helper Functions
There are a few utility functions that might require a short introduction before usage:

e unmask_zero(val, msk)
returns a copy of val but with all set bits in msk cleared;
orinshort: val & ~tmask

e unmask_one(val, msk)
returns a copy of val but with all set bits in msk set to 1;
orin short: val | tmask

* next_pow2_ml(n)
returns the next bigger power of two from n, minus one.
Put differently, it returns a value wherein all bits from the most significant set bit in
n downwards are set.

* leading_zeros_mask(n)
returns a value with all leading 0 bits in n set.
If there are no leading zeros in n, 0 is returned.

* msbonly(v)
returns v, but with all bits except the cleared.

* lowest_set_bit_only(v)
returns v, but with all bits cleared except the least significant set (1) bit. If this bit
does not exist, it returns 0.

o flip_msb(v)
returns v but with its MSB] flipped.

3.2.2 Bit-wise Operations

The bit-wise operations implemented (int_invert (~), int_and (&), int_or (|) and int_xor
(bit-wise +) function as defined in Tables[1]and 2] (see Fig.[11).

For most of the bit-wise operations, the abstract range value is set to T or only ma-
nipulated on special cases. Synchronization (Section between domains refines the
bounds a bit again, but generally range information is mostly lost on bit-wise operations
[repD].
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def

def

def

def

invert (self):

r.tvalue = unmask_zero(~self.tvalue,
self. tmask)

r.tmask = self.tmask

return r

and (self, other):

other_pmask = other.tvalue | other.tmask

and_vals = self.tvalue & other.tvalue

r.tvalue = and_vals

and_pmasks = self_pmask & other_pmask

r.tmask = unmask_zero(and_pmasks,
and_vals)

return r

or(self, other):

union_vals = self.tvalue | other.tvalue

union_masks = self.tmask | other.tmask

r.tvalue = union_vals

r.tmask = union_masks & ~union_vals

return r

xor(self, other):

xor_vals = self.tvalue * other.tvalue

union_masks = self.tmask | other.tmask

r.tvalue = unmask_zero(xor_vals,
union_masks)

r.tmask = union_masks

return r

3 MODIFICATIONS ON THE JIT

Inversion (bit-wise "not") is
simple: Invert the known 1s
and 0s and keep the 7s. To
avoid L trits, tvalue has to

be "unmasked" (see[3.2.1).

And is a bit less intuitive.
The ?s are "overwritten" by
0s but themselves overwrite
1s. The known bits are the
result of a bit-wise and of
the tvalues.

Or works by overwriting
0s with ?s and overwriting
?s with 1s. The known bits
are the result of a bit-wise
or of the tvalues.

Xor, finally, is simpler
again. The 7s are set where
there is at least one ?, the
rest is the result of a bit-wise
xor of the tvalues.

Figure 11: Implementations of bit-wise transformations on known-bit

3.2.3 Bit-Shift Operations

Bit-shifts on the known-bit domain K are simple, if other (the right-hand side operand)
is constant. The ?s (meaning the tmask) are just shifted alongside the rest. The signed
right-shift (rshift, as opposed to the unsigned right-shift urshift), however, is a bit more
interesting because of sign extension (see Fig.[12).

Recall that negative numbers are represented in two’s complement.

Sign extension is applied when a signed integer is negative (e.g. the [MSB|as the sign-bit
is 1) and shifted to the right — more 1s are being shifted in from the left. The same applies
for ?s in the sign-bit.
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1+ def rshift(self, other):

2 c_other = other.get_constant_int ()

3 if c_other >= LONG_BIT:

4 # A. shift value out to the right, but do sign extend
5 if msbonly(self.tmask): # sign-extend mask

6 r.tvalue, r.tmask = UNKNOWN

7 elif msbonly(self.tvalue): # sign-extend value

8 r.tvalue, r.tmask = KNOWN_BITWISEONE

9 else: # sign is 0 on both

10 r.tvalue, r.tmask = KNOWN_ZERO

11 elif c_other >= 0:

12 # B. leverage native sign extension logic of ints
13 r.tvalue = r_uint(intmask(self.tvalue) >> c_other)
14 r.tmask = r_uint(intmask(self.tmask) >> c_other)
15 return r

Note that in case A (c_other >= LONG_BIT), the sign extension is implemented sort of artificially. In
case B (c_other < LONG_BIT and c_other >= 0), natural sign-extension of the platform is used by
casting the r_uints to signed integers, shifting and then casting the result back to r_uint.

Figure 12: Implementations of signed right-shift on known-bit

3.2.4 Arithmetic Operations

So far, the following arithmetic operations are implemented on the known-bit domain K:
Addition (+), Negation (unary -) and Subtraction (-).

This addition algorithm (Fig. has been proposed (complete with proof of soundness
and precision) by Vishwanathan et al. [VSNN21]. The algorithm is based on the long
addition as described in Section

Modulo and division do not appear often in redundant patterns in Pydrofoil traces. They
have not been implemented for known-bit. For multiplication, Vishwanathan et al. pro-
pose a very efficient algorithm [VSNN21]|, but for the same reason as with modulo and
division, it has not been implemented yet. Through synchronization between the do-
mains (see Section [3.6), however, the known-bit will be refined a bit during construction,
but there is no implementation of the transformation besides T.

3.3 Backwards Reasoning and Intersection

As already briefly discussed in Section and Fig. [8, backwards propagation of in-
formation through the trace is important for making the abstract analysis useful in PyPy.
Checks that yield meaningful refinements rarely are encoded as one-step calculations.
They usually involve multiple intermediate results, so that it is necessary to communicate
gained knowledge back and refine the operands of each transformation.

To achieve this, the optimizer performs the inverse of each transformation and intersects
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def add(self, other):

sum_values = self.tvalue + other.tvalue
sum_masks = self.tmask + other.tmask
all_carries = sum_values + sum_masks
val_carries = all_carries * sum_values
r.tmask = self.tmask | other.tmask | val_carries
r.tvalue = unmask_zero(sum_values, tmask)
return r
Figure 13: Implementation of addition on known-bit
def neg(self): This implementation of negation uses the two’s comple-
res = self.invert_bound() ment formula: -v = ~v + 1. The 1 is being translated
res = res.add(ConstAbsInt (1)) to a constant abstract value, before being added to the
return res bit-wise inversion of v.
Figure 14: Implementation of arithmetic negation on known-bit
def sub(self, other): Subtraction is implemented by adding the negative of a

return self.add(other.neg()) number, using the properties of the two’s complement.

Figure 15: Implementation of subtraction on known-bit

its result with the original operands.

3.3.1 Intersection

Intersection (M) is implemented as discussed in Section The implemented version,
however, does not return a new instance of the abstract value, but refines the callee’s side
instance instead. This saves on memory and data structure management and simplifies
the propagation routines in the optimizer.

Agreement of the two abstract values is being asserted; a | abstract value for a variable a
would contradict the premise of the trace itself, which has been created by the interpreter
by tracing one concrete run through the loop. The contradiction stems from the meaning
associated with a« = L: The set of all possible values is empty (y(a) = ), while there
must exist at least one value that the variable had during the one pass through the code
in trace mode.

The range (Z) and the known-bit domain (K) are being intersected independently from
each other at first. Since no new instance is being constructed here, they then are syn-
chronized to obtain more precise results for comparisons (see Section [3.6).
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3.3.2 Inverse Operations

Most operations have their corresponding inverses already implemented: Addition (+),
Negation (unary -), the bit-wise Inverse (~, also called "Not"), Subtraction (-), Xor (+),
Multiplication and Division.

Some bit-wise operations, however, did not yet have backwards propagation functionality
and there was no inverse implemented. While we implemented the and_backwards func-
tion because of its countless appearances in the traces, or_backwards was only planned
out theoretically and not yet implemented.

to to
b.& | 0 ? 1 b.l| [0 ? 1
0 7?7?70 0 o 1L 1
T ? r 7?7 T ? ? 7 7
1 11 1 1 1 72

In the operation to be reversed, t- is the other operand, r is the result.

Table 5: Ternary truth table for the backwards and and the backwards or transformation,
approximating the inverses of and and or

The truth tables of these operations (Table [5) con-
tain some L trit values. These mean that there is
no suitable operand to result in » when combined

Callee (Abstract Value v):

def inverse_operation(self, a):
new_slf = do_smth_with(a)

with ¢ (for example, it is impossible to find a trit =
to fulfill z &0 = 1). The implementation sets those
to 7. The field marked with an asterisk (*) in the
backwards and table is a simplification. The trit
value there could be more precise (a 0 instead of
a 7), but the current implementation simplifies the
operation at the cost of being slightly less precise.

Another noteworthy case are the bit-shift opera-
tions. Instead of shifting in 0s from the right or
the left, ?s are introduced in the backwards case.
Trits that have been shifted out to the left or the
right are generally considered to be unknown in
this context; during intersection with the original
operand they might be refined again.

In the implementation, trits of "disagreement" be-
tween the original operand (the callee) and the
freshly calculated one are handled by returning

the result with the newly calculated trits. There

# even if new_slf

# disagrees with self,
# don’t panic.

return new_slf

def intersect(self, a)

# instead, here

assert agreement(a, self)

Caller (Optimizer):

new_a = v.inverse_operation(a)
a.intersect(new_a)

Figure 16: Pseudo-code illustrating that
the inverse operations do not make as-
sertions about agreement

are no assertions being made in the

backwards transformations themselves. The backwards transformations do not mutate
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the callee, and instead return the calculated potential refinement of it. When the opti-
mizer later intersects the callee with it, the disagreement is caught by the assertions in
the intersection operation (see Fig.[16).

3.4 Comparison, Constant Values, Inclusion

Whenever the optimizer encounters a check or a guard, it calls the corresponding com-
parative function on the argument’s abstract value. Abstract values can be compared
to integers and other abstract values (functions known_. . .), see also Section [2.2.3). For
the most part, these comparative functions use the bounds lower and upper, ignoring the
known-bit (although synchronization between the domains renders this limitation almost
irrelevant, see Section 3.6).

As introduced in Sections [2.1] [2.1.2)and [2.1.3] an abstract value is considered constant
iff its concretization contains precisely one element. When combining two sound abstract
interpretations, trivially, their intersection is sound. To determine whether the abstract
value at hand is constant, it can internally check if it is constant by at least one of the two
domains. When the optimizer asks for the constant value, the object can check internally
which domain is constant and return the value from the correct representation.

The contains_other(self, other)ﬂfunction (used to determine whether self J other)
was difficult to semantically adapt to a combination of abstract domains instead of ranges
alone. With the introduction of the known-bit to the abstract interpretation, "holes" were
introduced to the intervals of concrete values represented by a single abstract value.
Consider the combined abstract value ([1, 7], ???7?71) = {1, 3,5, 7} —there clearly exist val-
ues between the lower and upper bound that are not contained in the known-bit abstract
value, and therefore are not in the combination of the two. While checking if a single
integer is an element of the concretization of the combined abstract value (which is what
contains does) is easy (it has to be within the bounds and fulfill Fig.[17), checking for a
C relation is much less trivial to do in a reasonable amount of time. However, by looking
closely at the usages of the contains_other function it became clear that all usages fall
into one of two categories, so that this issue could be circumvented:

» Checking for inclusion where both self and other are explicitly always ranges
(without "holes");

+ Checking for inclusion where other is a locally instantiated constant abstract value,
constructed around a single integer.

To address the second case, the calls were changed to calls to the contains function,
which specifically checks whether a single concrete integers is in the concretization set
of the abstract value.

8originally contains_bound
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1 def contains(a, c):

2 u_vslf = unmask_zero(a.tvalue, a.tmask)
3 u_value = unmask_zero(c, a.tmask)
4 return u_vslf == u_value

A function to check whether a concrete integer c is in the concretization of a known-bit abstract
value a. Strictly speaking, the first line (def. of u_vs1f) is not necessary, because by convention
(see Section[3.1) the following holds: unmask_zero(a.tvalue, a.tmask) = a.tvalue.

Figure 17: A function to check for inclusion of a concrete integer in a known-bit value

To address the first case, the decision was made to leave the function as is, with an
explicit warning attached to it that it only checks for the range of other to be contained in
the range of self, completely ignoring known-bit.

3.5 Extrema

In order to refine the bounds by the known-bit (see Section during synchronization
between the domains it is essential to know the precise minimum and maximum of the
combined abstract domain. In order to achieve this, it is necessary to know the extrema
of each of the domains first. Calculating the minimum and the maximum from the range
domain is trivial, and for the (unsigned) known-bit domain (see Section|2.1.3) in the given
representation it’'s simple:

* The minimum of an unsigned known-bit value a is given by
unmask_zero(a.tvalue, a.tmask) = a.tvalue.

» The maximum of an unsigned known-bit value a is given by
unmask_one(a.tvalue, a.tmask).

PyPy’s abstract interpretation works on signed integers, so the (the sign-bit) has to
be handled separately from the others. Specifically, if it is ?, it has to be set to 1 to obtain
the mininum, and to 0 for the maximum (recall that this implementation works with two’s
complement representation for negative numbers). The signed extrema can ultimately be
calculated like this:

* The minimum of a signed known-bit value a is given by
kmin = unmask_zero(a.tvalue, a.tmask) | msbonly(a.tmask).
The function a.get_minimum_signed_by_knownbits () returns this value.

» The maximum of a signed known-bit value a is given by
kmaeez = unmask_one(a.tvalue, a.tmask & MAXINT).
The function a.get_maximum_signed_by_knownbits () returns this value.
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3.6 Interaction of Range and known-bit Domains

Since the intersection of two sound abstractions is sound, both abstract values (range
and known-bit) can be refined ("shrunk") based on each other. This can yield more pre-
cise evaluations, especially for the comparison functions, which mostly make use of the
bounds and ignore the known-bit. The idea is to shrink the bounds based on the known-
bit, and vice versa, at construction and whenever the abstract value is mutated (e.g. after
intersecting or using the make_. .. functions), and otherwise keeping the two domains
separated from each other to reduce coupling.

The improvement of the analyses’ effectiveness caused by this feature is clearly notice-
able in the benchmarks (Section 5.7).

For the following subsections, let a = (r,,kb) be the combined abstract value at hand,
With r, = [0min, 0maz] € Z as the range part and kb € K as the known-bit part.

3.6.1 Shrinking the Range by known-bit

Shrinking the lower and upper bound based on the known-bit works simply by intersecting
(M) the range at hand r, with the range r; = [kmnin, kmaz|, Where ki, and k.., are as
defined in Section 3.5

The problem with that method, however, is that it only refines the range if ki > 0min OF
kmaz < 0maz, SO that it is certainly still possible that 0, ¢ Y(a) OF 0pmas & ¥(a) , Which is
not desirable for simplicity and precision. Put differently, the objective is to ensure that the
lower and upper bound fields are always the precise extrema of the combined abstract
value, and actually elements of v(a).

Consider, for example, the combined abstract value b = ([2,12],7700) = {4,8,12}: The
lower bound of the range (2) is not an element of the combined abstract value, because
it is not an element of the known-bit abstract value. The actual minimum of the combined
abstract value is the next bigger one that is actually an element, which is 4 in this case.
The goal is to refine b so that b = ([4, 12], ??00), which has exactly the same concretization
set (but, for example, allows for the use of its lower field for precise comparisons).

Chihani et al. [CMBB17b, (CMBB17a] propose an efficient algorithm, which had to be
adapted so that it works for the representation of known-bit used in this implementation.
It is capable of calculating the nearest element of a known-bit abstract value above (resp.
below) a given threshold. That threshold would be 0,,,;,, (resp. oma:) in this use case.

This algorithm is described in code in Fig. Suppose that the given threshold is within
the span of the known-bit concretization and that the value in question exists (see also
Section [3.6.3). The general idea for for the minimum variant is to first take a copy of the
threshold, called working_min, and write the known bits onto it, then decide by the bits
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def get_minimum_signed_by_knownbits_above(self, threshold):

1
2 -

3 u_threshold = r_uint(threshold)

4 # now create our working value, the to-be minimum
5 # clear known 0Os and set known 1s

6 working_min = u_threshold

7 working_min &= unmask_one(self.tvalue, self.tmask)
8 working_min |= self.tvalue

9 # inspect changed bits

10 cl2set = ~u_threshold & working_min

11 set2cl = u_threshold & ~working_min

12 if working_min == u_threshold:

13 return threshold

14 else if cl2set > set2cl:

15 # we have set the correct bit already

16 clear_mask = leading_zeros_mask(cl2set >> 1)
17 working_min &= clear_mask | ~self.tmask

18 return intmask(working_min)

19 else:

20 # flip the sign bit to handle -1 -> 0 overflow
21 u_threshold = flip_msb(u_threshold)

22 working_min = flip_msb(working_min)

23 # we have to find the proper bit to set...

24 possible_bits = ~working_min \

25 & self.tmask \

26 & leading_zeros_mask(set2cl)
27 bit_to_set = lowest_set_bit_only(possible_bits)
28 working_min |= bit_to_set

29 # and clear all lower than that

30 clear_mask = leading_zeros_mask(bit_to_set) \
31 | bit_to_set | ~self.tmask

32 working_min &= clear_mask

33 return intmask(flip_msb(working_min))

Proposed by Chihani et al. [CMBB17b], adapted for compatibility and simplified for readability

Figure 18: Algorithm to compute the minimum integer in a known-bit abstract value
above a given threshold
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changed in that process how to continue:

+ If the most significant changed bit previously was a 0 in the threshold and has been
changed to a 1 in the working_min, the working_min is now above the threshold
(e.g. too large) and has to be brought down closer to the threshold by clearing all
unknown bits ? to the right of said bit in the working_min.

« If the most significant changed bit previously was a 1 in the threshold and has been
changed to a 0 in the working_min, the working_min is now below the threshold.
Now the correct bit to set must be found, so that the same technique as in the other
case above can be applied. That bit is a 0 in the working_min, a ? in the known-bit,
and is to the left of all the bits that have been cleared previously. Of the bits which
fit these criteria, the lowest is the bit to set to 1. All ?s to the right of it must then be
cleared, as in the other case above.

The algorithm in its original form [CMBB17b, (CMBB17a] does not support negative
integers in two’s complement. It still mostly works as intended, even on negative
numbers, but it would not always be able to find a positive precise minimum given
a negative threshold, simply because the sign-bit (MSB) does not fulfill the criteria
for a bit to set as laid out above. To circumvent this issue, the adapted algorithm
temporarily flips the sign-bit for this calculation so that it can be identified as the
bit to set to raise the working_min above the threshold. It is then flipped again
before returning. Note that this is not the negative of the number, but a bit-wise
manipulation.

This whole concept works analogously for finding the maximum below a given threshold.
Instead of looking to set a certain bit and clearing all unknowns to the right of it, it clears
a certain bit and sets all unknowns to the right of it.

3.6.2 Shrinking known-bit by the Range

It is also possible to refine the known-bit based on the range. Notably, the elements of a
range of integers can have their higher bits in common. They are 0 if the lower bound of
the range is greater or equal to 0, or 1 if the higher bound of the range is lower than 0.
If the range contains both positive-or-zero and negative numbers, there are no common
higher order bits among its elements. The example » = [186, 191] indicates that common
higher order bits among elements of a range are not limited to leading 0s or 1s: The lower
bound, 186, is 0...0010111010, and the upper bound, 191, is 0...0010111111 in binary
representation. The known-bit abstraction of that range is k = «(r) = 0...0010111777.

As described in code in Fig. [19]and proposed by Chihani et al. [CMBB17b|, [CMBB17a],
the algorithm works by taking all common bits of 0,,;, and 0,,.., and masking all bits from
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1 def shrink_knownbits_by_bounds(self):

2 # calculate higher bit mask by bounds

3 work_lower = r_uint(self.lower)

4 work_upper = r_uint(self.upper)

5 hbm_bounds = leading_zeros_mask(work_lower * work_upper)

6 bounds_common = work_lower & hbm_bounds

7 hbm = hbm_bounds & self. tmask

8 # apply the higher bit mask to the knownbits

9 self. tmask &= ~hbm

10 self.tvalue = (bounds_common & hbm) | unmask_zero(self.tvalue, hbm)

Figure 19: Algorithm to refine the known-bit by the range domain

the most significant "disagreeing" bit down with ?s, leaving known a prefix of common
bits.

This behaviour can directly be derived from the « operator for known-bit as defined in
Section

3.6.3 Consistency Checks, Agreement and non-_1 -ness Assertions
In general, L values are asserted to not occur in the RPython UIT] at all (see Sec-
tion|(3.3.1).

Internal agreement of known-bit (Section [2.1.3) and range (Section [2.1.2) during inter-
section (intersect function, 1) have been discussed already, also in Section

These checks, however, do not exclude the intersection of the two domains being empty.
That should not occur during a valid analysis of a valid trace, but is important to catch
for debugging. Besides that, the algorithm discussed in Section [3.6.1|relies on the value
in question actually existing (meaning there is a value above or below the threshold
allowed by known-bit and within the range).

The following conditions are asserted to hold true:
* The minimum by known-bit is lower than or equal to the lower bound.
» The maximum by known-bit is greater than or equal to the upper bound.

+ If the combined abstract value does appear to be constant, make sure that there is
no constraint in either one of the two domains that excludes the constant value.

» Otherwise, the known-bit agree with the common bits prefix of lower bound and
upper bound as defined in Section
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These checks are performed once during object construction and on intersection (after
synchronization between domains in both cases).

3.7 Integration with the JIT

As mentioned above, implementation of the known-bit analysis into the JIT’s optimizer
was immensely simplified by the range analysis already being fully integrated in a robust,
extensible infrastructure, and the decision to implement both abstract domains together
in one abstract value class.

The backwards and transformation had to be integrated as a new backwards propagation
mechanism on the optimizer component side, along with the according abstract trans-
formation. The operations and and or did not previously have backwards propagation
mechanisms. At the time of writing, backwards propagation for and is only done when
one of the two operands is constant. That means that the non-constant operand is being
refined by intersecting it with the result of the backwards and operation, based on the
result and the constant operand.

The most changes on the integration of known-bit, and also the range analysis, revolve
around a bug discovered during testing (more in Section[4.2).



644

645
646
647
648
649

650

651

652
653
654
655
656
657
658

659

660
661

662

663

664

665

666
667
668
669
670
671
672

673

31
4 Testing, Bugs and Fixes

The PyPy project maintains extensive testing of the components of the RPython platform
and incorporates several different testing techniques for the JITl [repb]. These have been
expanded to the known-bit abstract interpretation, while the tests that already exist for
the range domain continue to function for the combined abstract domain of known-bit and
range, which has simplified development significantly.

4.1 Testing Methodologies and Examples
4.1.1 Test-Driven Development and Unit Tests by Example

With a test-driven development approach, the first tests implemented for a feature, espe-
cially the abstract transformations on known-bit, usually were classic example tests, sim-
ply using PyTestE] Instances of abstract values are instantiated with specific known-bit
values. Then one or a few transformations are conducted on the abstract value objects,
and the result is examined using the comparative functions (e.g. known_ge, known_1t, ...)
or retrieving the constant value established by the transformations and comparing it to
the expected result. Non-constant results on the known-bit domain K were also checked
based on string representations of the ternary bit vector.

Since there is no way of disabling the known-bit or the range part of the abstract values,
the value of the domain that is not to be tested is initialized to T for the test. Synchroniza-
tion between domains could be disabled manually per-object when needed.

4.1.2 Property-Based, Randomized Unit Tests

After an implementation has satisfied the basic example tests, a property based, random-
ized test is implemented using Hypothesis

The Hypothesis framework provides randomized parameters for test cases, so that the
unit test scenarios are not limited to cases constructed manually, by hand. (Note that
Hypothesis does keep track of test results internally, so that failing tests can be repeated
systematically on the next run and are persistent.) Randomized parameter generators
have to be defined for more complex objects than random numbers before Hypothesis
injects their outputs into the test cases, to ensure validity of the generated objects. For
the known-bit abstract values, for example, bits of the random tvalue have to be cleared
where the random tmask is 1 (see Section [3.1). For the combined abstract value, the

%see pytest.org
9see hypothesis.works
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generator is not trivial at all — it must construct the object randomly so that it still satisfies
the consistency checks (see Section [3.6.3) while still being as generally random is pos-
sible. Put differently, the randomized, property-based tests work best when the random
input has as few distinct properties as possible.

The generators for abstract values usually provide a tuple (a,c) with a« € K x Z and
ce€v(a).

The abstract values are then usually put through a sequence of transformations, while
the concrete values are put through the corresponding sequence of operations, and the
test checks for certain properties on the abstract result and the result pair for sound-
ness, asserting the inclusion or exclusion of certain elements or calculation results in
the concretization. Consider, for example, the test shown in Fig. 20} The test calculates
the bit-wise or (|) on both the abstract values (b1 and b2) and the generated numbers
guaranteed to be contained in them (n1 and n2), and checks if the concrete result is ac-
tually an element of the concretization of the abstract result (testing for soundness as in

Eq. (T0)).

@given (knownbits_with_contained_number , knownbits_with_contained_number)
def test_knownbits_or_random(tl, t2):

bl, nl = tl

b2, n2 = t2

b3 = bl.or(b2)

r = nl | n2

assert b3.contains(r)
The @given decorator is provided by Hypothesis and communicates to the framework what pa-
rameters it must pass and which generators to use to obtain them — in this case, two
knownbits_with_contained_number, which are tuples as discussed above with a = (k., T) where k. is
a random element of K.

Figure 20: A simple example for a randomized, property-based unit test for the known-
bit implementation

4.1.3 Integration Tests: Testing the Optimizer

The third major testing strategy involves 1/O tests on the optimizer module. (There is not
actually an interpreter with JIT| compiled for this. Instead, the optimizer is run dynamically
by PyTest. Recall that RPython, the JIT]s implementation language, is a proper subset of
Python and can therefore be executed in a regular Python environment.)

The optimizer is run on a given trace, outputs the optimized trace and the test compares
it to a given expected output trace.
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Testing Methodologies and Examples

def test_knownbits_goal_alignment(self):

ops =
[i1]
i2 = int_and(il, 3)
i3 = int_is_zero(i2)
guard_true(i3) []
i4 = int_and(il, 1)
i5 = int_is_zero(i4)
guard_true (i5) []
i6 = int_add(il, 8)
i7 = int_and(i6, 3)
i8 = int_is_zero(i7)
guard_true(i8) []
jump (il)

expected = """
[i1]
i2 = int_and(il, 3)

self.optimize_loop (ops,

i3 = int_is_zero(i2)
guard_true(i3) []

i4 = int_and(il, 1)
i6 = int_add(il, 8)
i7 = int_and(i6, 3)
jump (i1)

expected)

The input trace is given in ops, the expected output is given

in expected.

The self.optimize_loop(ops, expected) call runs the
optimizer on ops and compares the output to expected, as-
serting equivalency.

Figure 21: An example for an integration test of the
optimizer component

tion[4.2).

4.1.4 Other Unit Test Strategies

33

These tests aim more at precision —
If the implementation is not precise at
all and only returns T for each vari-
able, the output trace will be the same
as the input trace. Occasionally, dur-
ing integration of the known-bit analy-
sis, some of these tests failed not be-
cause of a bug in the implementation,
but because of the now increased pre-
cision of the implementation.

This type of test provides the opportu-
nity to test the optimizer on manually
constructed traces, or excerpts from a
trace generated by the UIT| in a real-
world setting (e.g., a Pydrofoil-RISV
run). For example, the first written
test (Fig. for the known-bit analy-
sis is derived from the example given
in Section [f}, Fig. 1} It was written as
a "grand goal" for the analysis to ful-
fill as a milestone, involving reason-
ing about bit-wise operations, addition
and backwards and forward propaga-
tion. It is based on the alignment
check redundancies as discussed in
the introduction and in Section

The PyPy team later introduced a
mechanism to verify the correctness
of these tests using Microsoft's Z3
SMT solver'™| (more on the back-
ground regarding this decision in Sec-

For the arithmetic-logical operations on abstract values, there are two more strategies
worth mentioning:

» Complete Tests:
These tests assert soundness (Eq. (10)) on a full range of values. Single transfor-

"see GitHub.com/Z3Prover/z3
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mations are tested on all possible combinations of known and unknown bits within a
small integer range, covering all combinations of the lower few trits in the known-bit
domain K.

 "Const-Stays-Const" Tests:
These tests perform single transformations on random constant abstract values,
asserting the result to be constant and exactly the concrete result (thus testing for
precision and functioning forward constant propagation).

4.2 A Bug found in the Range Analysis

This section gives an overview on a bug found in the optimizer’s range analysis and
the changes made to fix the issue. The changes heavily affect the implementation of the
range analysis and the semantics and the usage of abstract values in the optimizer, which
have widely been ignored in this thesis up to this point.

4.2.1 Symptoms

During development, a lot of code concerning the range analysis implementation was
read, re-tested, refactored and rewritten. This lead to the discovery that the range analy-
sis implementation is not entirely sound (as in Eq. (10)): As introduced in Section
the IntBound class does not account for a wrap-around in the case of an overflow (resp.
underflow). It just sets has_upper (resp. has_lower — but not both) to False, denoting that
the upper (resp. lower) bound does not exist. One could argue that this behaviour com-
plies with the purely formal definition of the range domain Z as shown in Section
Instead of having the abstract values always include wrap-around results, handling over-
flows is the responsibility of the optimizer component. It has to interpret the has_upper
and has_lower flags correctly in every corner case. In a regular Python program, all of
this is not a problem, because wrap-around addition does not occur in the first place,
since Python extends overflowing machine integers to arbitrarily wide big integers by
standard, using int_add_ovf followed by a guard_no_overflow, and the implementa-
tion works as intended. RPython, however, does still provide wrap-around integer addi-
tion with int_add, which other interpreters on RPython might target, even though PyPy
Python does not. On these operations, the semantics of has_lower and has_upper are
difficult to get right.

Some of the optimizer’s subroutines that work on wrap-around operators like int_add did
not interpret the has_lower and has_upper flags quite correctly, so that in some cases,
the range analysis results were not interpreted carefully enough, which lead to wrong
optimizations.
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import __pypy__ as pypy import __pypy__ as pypy

;
2
def wrong(x): 3 def wrong_optimized(x):
a = pypy.intop.int_add(x, 10) 4 a = pypy.intop.int_add(x, 10)
if a < 15: 5 if a < 15:
if x < 6: 6 return 0
return 0 7 return 2
return 1
return 2
The optimized program.
The input program. Rewritten based on the optimized trace.

The __pypy__.intop APl exposes machine integer operations with wrap-around. This is used to circumvent
the insertion of guard_no_overflow after the addition instruction in the trace.

Figure 22: A false optimization
taken from [BT22] and the Heptapod issue created for this bu

The optimization in Fig. 22| might look correct at the first glance. Intuitively, the optimizer
seems to be correct with its reasoning:

a=x+10<15 = x<bH = x<6.

But considering, for example, x = MAXINT — 9 and + wrapping around on overflow, this
reasoning does not hold true:

a = MAXINT — 94 10 = MININT < 15 holds,
but obviously x = MAXINT —9 £ 5.

Clearly, the second branch should not have been removed, because the condition is not
a tautology.

This may read as if that is a bug that should easily have been identified with all the testing
strategies described in Section at hand. But, in fact, this behaviour was expected in
some faulty tests (see Fig.[23). The example program in Fig.[22]is even derived from that
faulty test in Fig. The comments in the test code depict the same concrete example
as above.

After discussing this observation, the PyPy team began development of a method to
check all I/O optimizer tests involving integer analysis for correctness using Microsoft's
Z3 SMT solver, as described in a blog post by C. Bolz-Tereick [BT22]. These checks,
in short, work by converting the the traces to logical propositions and then letting Z3
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36 4 TESTING, BUGS AND FIXES

def test_bound_lt_add_before(self):

# removing the second guard is incorrect.

ops = """
[i0] # MAXINT-9
i2 = int_add(io, 10) # == MININT (overflow)
i3 = int_1t(i2, 15) # == TRUE
guard_true(i3) []
il = int_1t(i0, 6) # == FALSE
guard_true(il) T[] # this guard can fail, must not be removed!
jump (i0)

expected = """
[i0]

i2 = int_add(i0, 10)
i3 = int_1t(i2, 15)
guard_true(i3) []
jump (i0)

self.optimize_loop(ops, expected)

Figure 23: A faulty test, asserting buggy behaviour

check for equivalency between ops and expected. And indeed, there were other false
tests: arithmetic negation, for example. This operation, as the addition, does not in-
clude wrap-around results when MININT is an element of the range (recall that, due to
the properties of two’s complement and wrap-around on overflow, —MININT = MININT),
leading to unsoundness as a result of a faulty handling of the bound flags in the optimizer.
Multiplication and several other operations turned out to also be affected in edge-cases.

It is possible to construct an RPython program that behaves differently when the is
enabled from when it is disabled with the functions shown in Fig.

4.2.2 The Problem

Thinking carefully about this problem, we and the PyPy team came to the conclusion that
the API of the range abstract values is not quite consistent in the concrete domain(s)
it abstracts. On the one hand, it works on machine integers with finiteness and other
technical properties, and also operations relying on a machine integer implementation
(e.g. bit-wise and bit-shift operations), and on the other hand it implements an approxi-
mation to the theoretical range domain as presented in Section in order to conform
with Python’s wrap-around agnostic integers, all within the same transformation functions.
These two domains share many properties, but they are not entirely the same, making
the correct handling of number overflows with the given API difficult on the optimizer
component side.
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4.2 A Bug found in the Range Analysis 37

In certain corner cases, on wrap-around operators, this lead to the violation of Eq. (10).

4.2.3 The Solution

To restore the soundness of the affected operations, possible overflows must be ac-
counted for in every scenario they might occur. The API had to be changed in a way
that would make the handling of overflows and wrap-arounds as easy as possible on the
optimizer component side, while retaining as much precision as possible. The solution
we settled on, on a high level, is the following [}

» The fields has_lower and has_upper have been removed from the abstract integer
class. Bounds cannot be set to "non-existent" any more. Instead, they may be set
to MININT, resp. MAXINT, to span the full range of representable integers. Bounds
do now always exist.

It is now defined that for the range domain implementation, T = [MININT, MAXINT],
which also means that Egs. and are no longer in effect.

This has the additional advantage of making the semantics of shrinking bounds by
known-bit (see Section[3.6.1) easier to define, where before it was not entirely clear
what would happen with non-existent bounds.

» The range value APl would be changed so that instead of having the arithmetic
transformation functions serve multiple semantic purposes (checking for overflows,
calculating the value, retaining precision and soundness in all cases), they would be
split up into separate functions, which could be used on the optimizer component
side to write the analysis, optimization and propagation procedures much more
intuitively and expressively.

There would then for each operation exist

— One function checking whether the operation might overflow,

— One function calculating the sound result under the assumption that an over-
flow might happen (e.g., with wrap-around),

— One function for calculating the sound, usually more precise result under the
assumption that an overflow cannot happen (similar to the original implemen-
tations).

After implementing these fixes, the full precision of the original implementation was re-
stored.

8These fixes were implemented on a separate branch of the PyPy repository and are not part of the
scope of this thesis. These fixes are not the sole work of the author of this thesis and were developed and
implemented in cooperation with — and for a large part by — the PyPy team.
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38 5 EVALUATION
5 Evaluation

The motivation for this thesis is to improve the performance of Pydrofoil-RISCV work-
loads by extending the JIT] optimizer’s analysis capabilities to known-bit. In order to eval-
uate this undertaking’s outcome experimentally, performance was tested primarily with
Pydrofoil-RISCV benchmarks (Section [5.1), but also using PyPy’s own benchmarking

suite (Section5.2).

5.1 Pydrofoil Benchmarks
5.1.1 Setup and Methodology

Pydrofoil-RISCV performance was tested using some available RISCV benchmarking
Workload (dhrystone, matmul, gsort, towers and Linux boot) on two different ma-
chines:

» Windows 11 Desktop PC - Intel Core i7-6700K (at stock clocks), 32GB of memory.
Since Pydrofoil does not support Windows at the time of writing, the software ran on WSL2.

» Manjaro KDE Linux Laptop - Intel Core i5-1035G 1, 8GB of memory (swap disabled).
Note that laptops tend to run into thermal throttling issues which might influence performance results.

To avoid possible bias through caching and thermal throttling, the machines were re-
booted with a cool-down time between the sessions.

Measurements were taken using Multitimg'%to obtain the average execution time of mul-
tiple runs, as well as standard deviation, minimum, median and maximum. Primarily real
mean and real standard deviation are of interest for this evaluation. Each benchmark
run on each platform was repeated multiple times to ensure stability of the measured
performance. Results with a real standard deviation above 4% were discarded.

All benchmarks are run on Pydrofoil (branch tristate-benchmarks) built with the follow-
ing PyPy versions:

* Vanilla PyPy (fix-intutils-ov£f-bug branch, commit e80d64a)
Optimizer performs integer range analysis with bug-fixes as described in Sections and
Pydrofoil version tristate-benchmarks-1103

« Tristate PyPy (tristate branch on tristate-benchready-1103, commit bd4a77b)
Optimizer performs combined (range and known-bit) integer analysis, also with bug-fixes.
Pydrofoil version tristate-benchmarks-1103

“see RISCV-Benchmarks GitHub Repository
5see Multitime GitHub repository


https://github.com/ucb-bar/riscv-benchmarks
https://github.com/ltratt/multitime
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5.1 Pydrofoil Benchmarks 39

The focus lies on the comparison of "Vanilla PyPy" (without known-bit) and "Tristate PyPy"
(with known-bit). However, some benchmarks are also run on other PyPy / Pydrofoil
variants:

e Old Tristate PyPy{EI (tristate branch on tristate-benchready-1021,
commit 162b883)
Optimizer performs combined (range and known-bit) integer analysis without synchronization be-
tween domains, also with bug fixes.
Pydrofoil version tristate-benchmarks-1103

* Vanilla PyPy (PtrHax) (fix-intutils-ov£f-bug branch, commit e80d64a)
Optimizer performs integer range analysis with bug-fixes as described in Sections [2.2.3]and
Pydrofoil with static JIT hints regarding alignment of pointers ("PtrHax"),
version tristate-benchmarks-1103-ptrhax

Besides that, Vanilla PyPy and Tristate PyPy are also compared under other Pydrofoil
and PyPy Tl run-time settings:

« CPU instructions per tick (IPT): IPT = 0 (default: 100)
Parameter for the --instructions-per-tick option of Pydrofoil-RISCV. Setting the
[PTlto 0 disables CPU clock emulation, so that no clock interrupts are issued.

From help:

"--instructions-per-tick <num>: tick the emulated clock every num instructions".
« JIT PHL: PHL = 256 (default: 16)

Parameter for the --jit pureop_historylength option of PyPy.

From help:
"how many pure operations the optimizer should remember for CSE (internal)".

In simple terms, this value limits the JIT]s ability to remember analysis results from further up in the
trace to avoid performance penalties on long traces. Higher values weaken this limitation. Note that,
for absolute performance gains, a lower value might be more reasonable. The relatively high value of
256 has been chosen to maximize the effect this setting has on the performance.

Results are captured in log files and later imported into a spreadsheet (see Appendix [A).

5.1.2 Results and Analysis

Note that, in this section, the performance is stated relative to the Vanilla PyPy / Pydrofoil
benchmark ("reference run") of each sub-sub-group: Runs with the same settings are

®Note that Old Tristate PyPy is an older state of the tristate branch, before the implementation of
synchronization between domains as discussed in Section It may include other differences to Tristate
PyPy. The comparisons between the two variants must be viewed with that in mind.
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grouped together, within that runs of the same benchmark are sub-grouped together, and
finally runs on the same machine are sub-sub-grouped together.

Absolute measurements can be found in the spreadsheets (Appendix [A).
Graphs comparing single benchmarks under various settings can be found in Fig.

The relative performance p and the performance uplift p are given by the following simple
formulae (where t is the benchmark’s result and t,nia the reference run’s result):

t 1 t 1
p= and py =
tvanilla tvanilla

-1 (13)

Benchmarks with Default Settings

In the first two diagrams, Figs. [25] and which show the relative performance of all
benchmark runs under default settings, the following can be observed:

 The Tristate PyPy with the known-bit analysis consistently outperforms Vanilla PyPy
(except in the Linux boot benchmark) and Vanilla PyPy (PtrHax).

» The Tristate PyPy with synchronization between domains regularly has a perfor-
mance uplift about two to three times that of the Old Tristate PyPy variant. This is a
particularly interesting observation, because such a significant difference between
PyPy with and without synchronization was not expected in advance.

Also, the Vanilla PyPy (PtrHax) variant runs slightly faster than Old Tristate PyPy.
* In the Linux boot benchmark, the differences in performance are negligible.

 Overall, the Tristate PyPy variant runs the benchmark workloads about —0,5% to
30% faster (in terms of performance uplift) than the Vanilla PyPy variant.

The optimization’s results clearly reflect in the traces. Fig.|27|shows an exemplary com-
parison between traces generated by the Vanilla PyPy and the Tristate PyPy variants:
The excerpts show the traces of same line in the input program (identifiable by the
debug_merge_points), each the first appearance in the trace and run on the same ma-
chine. The Tristate variant omits many redundant guards, rendering many instructions in
the excerpts dead (note that those will be removed later in the processing of the trace).

Intel Core i5-1035G1 Laptop, ManjarolLnx Intel Core i7-6700K, Windows11/WSL
Vanilla PyPy m Vanilla PyPy
Tristate PyPy m Tristate PyPy

m Old Tristate PyPy m Old Tristate PyPy
Vanilla PyPy (PtrHax) m Vanilla PyPy (PtrHax)

Figure 24: Legend for the following benchmark graphs
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Figure 25: Relative performance of Tristate PyPy compared to Vanilla PyPy on both
machines; in the benchmarks dhrystone, matmul, gsort, towers and Linux Boot.
See also Fig.[24]
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Figure 26: Relative performance of Tristate PyPy, Old Tristate PyPy and Vanilla PyPy
(PtrHax) compared to Vanilla PyPy on both machines; in the benchmarks dhrystone
and towers.

See also Fig. [24]
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debug_merge_point(’0x800011a4: ...’)
1177 = int_and(i22, i23)

1178 = int_is_zero(il77)
guard_true(il78)

i180 = int_and(i32, 65535)

1182 int_and(i6, 17592186044415)
1184 = int_lshift(i182, 12)

1187 = getarrayitem_gc_i(ptrl85, 564)
guard_value(il87, -833477234842733362)
1190 = int_add(i44, -72)

1192 int_1e(2147484128, i190)
guard_true(il92)

1194 = int_and(il190, -9223372036854...
1195 = int_is_zero(il94)
guard_true(il95)

1197 = int_and(i190, -9223372036854...
1199 int_and(il90, 1)

i201 int_eq(il199, 1)
guard_false(i201)

1203 = uint_rshift(i190, 1)

1205 = int_and(i203, 1)
1207 = int_eq(i205, 1)
guard_false(i207)

1209 = uint_rshift(i190, 2)

i211 = int_and(i209, 1)

i213 int_eq(i211, 1)
guard_false(i213)

i215 = getfield_gc_i(ptr214)
i217 = int_add(il90, 8)

i219 int_and(il90, 7)

1220 = int_is_zero(i219)
guard_true(i220)

i222 = int_sub(il90, 2147483648)

i224 = uint_rshift(i222, 3)

1226 = int_and(i222, 7)

1228 = getarrayitem_gc_i(ptr227, i224)
i230 = int_eq(i228, 105)
guard_false(i230)
setarrayitem_gc(ptr231, i224, i215)
i233 = int_and(i50, 1)

1234 = int_is_zero(i233)
guard_true(i234)

i236 = int_add(il0, 4)

i238 = int_add(i0, 4)

i240 = int_add(il, 4)

i242 = int_eq(i240, 100)
guard_false(i242)
debug_merge_point (’0x800011a6:

)
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debug_merge_point(’0x800011a4: ...’)
i162 = int_and(i22, i23)

1163 = int_is_zero(il62)
guard_true(il63)

i165 = int_and(i32, 65535)

1167 = int_and(i6, 17592186044415)
1169 = int_lshift(il67, 12)
1172 = getarrayitem_gc_i(ptrl70, 564)

guard_value(il72, -833477234842733362)
i175 = int_add(i44, -72)

i177 int_l1e(2147484128, il175)
guard_true(il77)

1179 = int_and(il75, -9223372036854...
i181 = int_and(il75, -9223372036854...
1183 = int_and(il75, 1)

1185 = uint_rshift(il75, 1)

1187 = int_and(i185, 1)

1189 = uint_rshift(il75, 2)

1191 = int_and(i189, 1)

1193 = getfield_gc_i(ptr192)

i195 = int_add(il75, 8)

1197 = int_and(il75, 7)

1199 = int_sub(il75, 2147483648)

i201 = uint_rshift(i199, 3)

1203 = int_and(i199, 7)

1205 = getarrayitem_gc_i(ptr204, i201)
i207 = int_eq(i205, 105)
guard_false(i207)
setarrayitem_gc(ptr208, i201, i193)
1210 = int_and(i50, 1)

i212 = int_add(ilo, 4)

i214 = int_add(i0, 4)

i216 = int_add(il, 4)

i218 = int_eq(i216, 100)
guard_false(i218)
debug_merge_point(’0x800011a6: ...’)

Figure 27: Excerpts from traces of the same input line generated with the towers
Pydrofoil-RISCV benchmark — using Vanilla PyPy (left) versus Tristate PyPy (right)
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Benchmarks with Disabled Clock Interrupts

The benchmark results with the emulator’s clock interrupt disabled (IPT=0) are shown
in Fig. Since the dhrystone benchmark’s results were not consistent over multiple
sessions under these settings, they are not in the graph (nor in the table). Also, operating
systems like Linux make use of CPU clock interrupts so that the performance of a Linux
boot would not be of any real-world value for this analysis. Note that the absolute run
times under these settings differ dramatically from the times with default settings.

* Notably, the overall performance uplift of Tristate PyPy with IPT=0 is significantly
higher than under default settings.

* The matmul benchmark is the only benchmark, across all conducted benchmarks,
where the Desktop PC shows a higher performance gain through Tristate PyPy than
the Laptop.

* In the towers benchmark, the Tristate PyPy variant shows the highest performance
gain measured across all conducted benchmarks (about 60%) on the Laptop, while
the Desktop PC measures a much smaller performance uplift (about 15%).

» Overall, the Tristate PyPy variant runs the benchmark workloads with these settings
about 6% to 60% faster (in terms of performance uplift) than the Vanilla PyPy variant
(note that the Linux boot benchmark, which was the lower bound in the default
settings, is missing in this group).

180,00%

160,00%

140,00%

120,00%

100,00%

80,00%

relative performance

60,00%

40,00%

20,00%

Pydrofoil-RISCV Matmul 100 runs Pydrofoil-RISCV Qsort 100 runs Pydrofoil-RISCV Towers 100 runs

0,00%

Figure 28: Relative performance of Tristate PyPy compared to Vanilla PyPy on both
machines; with IPT=0; in the benchmarks matmul, gsort and towers.

See also Fig. [24]
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Benchmarks with Increased JIT History Length

The benchmark results with the increased JIT history length (PHL=256) are depicted in
Fig.[29]

The Linux boot benchmark with these settings has been left out because of time constraints in the writing of
this thesis.

* In contrast to the benchmarks with IPT=0, with PHL=256 the overall performance
uplift is lower than under default settings.

» Overall, the Tristate PyPy variant runs the benchmark workloads with these settings
about 1% to 17% faster (in terms of performance uplift) than the Vanilla PyPy variant
(note again that the Linux boot benchmark is missing in this group).

140,00%

120,00%

100,00%

80,00%

60,00%

relative performance

40,00%

20,00%

Pydrofoil-RISCV Dhrystone 100 runs Pydrofoil-RISCV Matmul 100 runs Pydrofoil-RISCV Qsort 100 runs Pydrofoil-RISCV Towers 100 run

0,00%

Figure 29: Relative performance of Tristate PyPy compared to Vanilla PyPy on both
machines; with PHL=256; in the benchmarks dhrystone, matmul, gsort and towers.
See also Fig. [24]
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Figure 30: Relative performance of Tristate PyPy compared to Vanilla PyPy on both
machines; single views on the benchmarks across the various settings.

See also Fig.
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5.2 PyPy Benchmarks

The PyPy project maintains its own benchmarking suite, reaching from a variety of real-
world applications to rather synthetic workloads, which is used to closely (and publicly)
monitor the performance of each PyPy versionE]

The benchmarks were run locally (thrice, to ensure consistency), comparing Tristate PyPy
against Vanilla PyPy (as defined in Section[5.1.1). The results (Appendix [B) were mixed,
where few showed a significant performance gain or decrease, which was to be expected.

More accurate results might be obtainable from PyPy’s speed center at a later point in
time, should this modification be merged into PyPy.

7see PyPy’s Speed Center and benchmarks repository


https://speed.pypy.org/
https://foss.heptapod.net/pypy/benchmarks/
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6 Related Work

The history of exploration of three-valued logic systems dates back to the early 1900s,
when the logician Charles Pierce, who categorically rejected the idea of limiting logic
to two values — frue and false — defined his many-valued logic system on three sheets
of paper, and never published them. [Kno84, lLan] Later, in the 1960s, his ideas were
re-discovered, published and became widely known [Kno84].

In the following decades, increasingly mathematical approaches to many-valued (and es-
pecially three-valued) logical systems were taken (e.g. [Fos50, [Kno84], among many
others). The principles were later extended to bit-vectors and ternary number systems
and applied in several fields of computer science; for example in computer hardware
engineering [BRAO6, DJD07, Jon] and hardware validation [DJDQ7]|, constraint program-
ming [CMBB17b], and — of course — static code analysis for validation [VSNN21, MonQ7/,
KTB88] and optimization [PPF™].

Integer ranges are widely being used in static analyzers (among other applications).
LLVM, for example, uses an integer bounds analysis that in itself wraps around the
MININT/MAXINT border [PPFT]. Additionally, Alive2, a validation tool using an SMT solver
to validate the correctness of the analysis [LLH™21], has been developed for it. VeRA s a
project that uses a similar technique for the validation of the range analyses performed by
JavaScript JITs [BRNT20]. Chihani et al. use the known-bit domain in combination with
an "intervals" domain, which allows for a set of ranges as a single abstract value instead
of of only a single range, for constraint-programming purposes [CMBB17b].

Cousot and Cousot ([CC76, ICC77al|CC77b], ...) and others have developed an increas-
ingly abstract and general framework for abstract interpretation over the decades, featur-
ing, for example, convergence proofing on loop and recursion contexts and whole other
programming paradigms [Cou05]. These advanced mechanisms are mostly not in use in
the PyPy JIT], but the fundamental concepts are being applied.

7 Conclusion and Future Work

Overall, the benchmarks (Section indicate that primary objective of this thesis — in-
creasing the execution speed of Pydrofoil — has mostly been accomplished. As expected,
the known-bit analysis does not significantly influence the performance of regular Python
programs on PyPy. Those do normally not make heavy use of bit-wise and bit-shift oper-
ations, which are where the known-bit analysis is the most precise.

To further analyze the impact of the work so far and the remaining needs of Pydrofoil
regarding the known-bit analysis and the JITl in general, extension of Pydrofoil’s bench-
marking portfolio and careful analysis of results, and especially the resulting traces, is
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necessary — this has been the primary workflow during development, after all.

A closer investigation of the Linux boot Pydrofoil benchmark might be of interest, since
the uplift in performance was noticeably absent, in contrast to the rest of the conducted
benchmarks.

Further improvements of the known-bit implementation might include:

 Multiplication and other Operations

An algorithm for multiplication (as proposed by Vishwanathan et al. [VSNN21]).

So far, T is returned. Pydrofoil does not often make use of multiplication in the con-
texts where many redundant checks are performed (as discussed in Section [3.2.4),
but an efficient algorithm has already been invented [VSNN21] and it already oper-
ates on the same representation of ternary numbers as implemented here.

Besides multiplication, most unsigned operations and comparisons are not sup-
ported by the integer optimizer as a whole at the moment. The problem with these
operations is that ranges previously did not incorporate overflow wrap-arounds, thus
resulting in unsound approximations of unsigned integers (Sections|4.2.1land|4.2.2).
The solution to that problem (as described in Section is a first step towards
enabling more unsigned operations on the integer analysis.

* Better Bit-Wise Backwards Operations

As discussed in Section the backwards and operation is not optimally precise
at the moment and only used when one of the two original operands is a known
constant.

The backwards or operation has not yet been implemented at all and xor is not yet
backwards propagated at all.

» Less Aggressive Widening on Loop Borders

At the moment, information gathered by the known-bit analysis is not used for the
loop convergence heuristics and instead discarded at the end of the end of the
loop body. The heuristic allows for more more efficient loop unrolling, among other
optimizations. Further experimentation and testing are necessary to assess the
gains of enabling the known-bit analysis results to influence this heuristic.

Triggered by the discovery of an optimizer bug (see Section [4.2), C. Bolz-Tereick from
PyPy has started developing a new bug-finding technique for the JIT’s optimizer by look-
ing at its tests [BT22]. The extension and further development of this technique may pave
the path for a more formalized approach to the validation of the PyPy [JITls optimizer.

In particular, a (manual or automated) formal proof of correctness (i.e., soundness), both
for the algorithms presented in this thesis (regarding the necessary changes for adaption
and also newly proposed algorithms) and possibly other tests may be the next fields of
application for a more formal approach, which this thesis lacks for the most part.
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Appendices

Appendix A Pydrofoil Benchmark Results

The spreadsheets of Pydrofoil-RISCV benchmark measurements can be found on the
following pages.
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Appendix B PyPy Benchmark Results

The following table contains the unedited output of the PyPy benchmarks, slightly format-
ted for readability.

BENCHMARK min stddev min stddev  diff

sphinx 89.285 89.878 1.0066x slower
trans2_annotate 196.3 190.6 1.0299x faster
trans2_backendopt 55.2 55.8 1.0109x slower
trans2_database 81.9 80.1 1.0225x faster
trans2_rtype 428.0 419.8 1.0195x faster
trans2_source 84.9 84.0 1.0107x faster
GEOM AVG 119.274 118.003 1.0108x faster
without 1st/last 127.674 126.227 1.0115x faster
ai 0.019 0.02 0.0006 0.019 0.02 0.00116 1.0009x slower
bm_chameleon 0.007 0.009 0.0031 0.007 0.009 0.00373 1.0085x faster
bm_dulwich_log 0.104 0.134 0.08638 0.103 0.133 0.08751 1.0073x faster
bm_krakatau 1.597 1.616 0.01674 1.575 1.616 ©0.05193 1.0000x slower
bm_mako 0.008 0.012 0.00356 0.008 0.011 0.00338 1.0516x faster
bm_mdp 4.429 4.651 ©0.20065 3.783 3.978 0.36752 1.1692x faster
chaos 0.004 0.006 0.00997 0.004 0.006 0.01004 1.0035x slower
crypto_pyaes 0.028 0.03 0.00683 0.028 0.03 0.00635 1.0106x slower
deltablue 0.001 0.005 ©0.00573 0.001 0.005 0.00586 1.0181x slower
django 0.024 0.026 0.00355 ©0.023 0.025 0.00271 1.0489x faster
eparse 0.156 0.204 0.05062 0.145 0.2 0.05394 1.0214x faster
fannkuch 0.1 0.101 0.00265 ©0.099 0.101 ©0.00281 1.0019x slower
float 0.008 0.011 0.0025 ©0.008 0.011 0.00246 1.0054x faster
genshi_text 0.008 0.01 ©0.00588 0.008 0.01 0.00594 1.0198x faster
genshi_xml 0.019 0.022 0.01323 0.019 0.022 0.01316 1.0218x faster
go 0.05 0.087 0.03299 0.057 0.093 0.03316 1.0735x slower
hexiom2 7.992 7.992 0.0 7.965 7.965 0.0 1.0033x faster
html51ib 1.056 1.341 0.50753 1.044 1.34 0.48732 1.0009x faster
json_bench 0.429 0.436 ©0.01077 0.441 0.45 ©0.01178 1.0319x slower
meteor-contest 0.048 0.05 0.00289 0.048 0.05 ©.00297 1.0063x faster
nbody_modified 0.011 0.011 ©0.00125 ©0.011 0.011 ©0.00122 1.0148x faster
nqueens 9.475 9.505 0.03013 9.347 9.377 0.02608 1.0137x faster
pidigits 4.761 4.78 0.01455 4.748 4.763 ©0.01547 1.0035x faster
pyflate-fast 0.156 0.159 0.00429 0.159 0.164 0.00367 1.0311x slower
pypy_interp 0.01 0.046 0.05566 ©0.009 0.047 0.0607 1.0331x slower
pyx1_bench 0.026 0.07 0.06919 0.027 0.071 0.06812 1.0082x slower
raytrace-simple 0.012 0.013 ©0.00111 ©0.011 0.013 ©0.00142 1.0219x faster
richards 0.002 0.002 0.0004 0.002 0.002 0.00041 1.0157x slower
spambayes 0.029 0.044 ©0.01379 0.027 0.043 0.01332 1.0323x faster
spectral-norm 0.006 0.006 ©0.00137 0.006 0.006 ©0.00139 1.0065x faster
sphinx 88.707 86.244 1.0286x faster
spitfire2 1.1 1.141 0.05553 1.06 1.099 0.03146 1.0375x faster
spitfire_cstringio2 0.45 0.482 0.03097 0.46 0.49 0.03341 1.0162x slower
sqlalchemy_declarative ©0.019 0.036 0.01914 ©0.02 0.036 ©0.01877 1.0105x slower
sqlalchemy_imperative 0.003 0.021 0.0681 0.003 0.02 0.06549 1.0216x faster
sqlitesynth 0.687 0.694 0.00667 ©0.715 0.734 0.01304 1.0576x slower
sympy_expand 0.163 0.376 0.35303 0.169 0.364 0.3413 1.0308x faster
sympy_integrate 0.089 0.155 ©0.07888 0.095 0.147 0.08347 1.0596x faster
sympy_str 0.234 0.54 0.46995 ©0.191 0.515 0.48307 1.0504x faster
sympy_sum 0.153 0.535 ©0.59234 0.169 0.586 ©0.59806 1.0937x slower
telco 0.009 0.011 0.00429 ©0.008 0.011 0.00419 1.0422x faster
trans2_annotate 193.9 187.6 1.0336x faster
trans2_backendopt 57.1 57.5 1.0070x slower
trans2_database 83.1 79.0 1.0519x faster
trans2_rtype 449.1 417.0 1.0770x faster
trans2_source 85.0 87.2 1.0259x slower
twisted_iteration 0.008 0.008 5e-05 0.008 0.008 6e-05 1.0021x faster
twisted_names 0.001 0.001 1e-05 0.001 0.001 1e-05 1.0082x slower
twisted_pb 0.003 0.003 8e-05 0.003 0.003 0.00029 1.0544x slower
twisted_tcp 0.066 0.069 0.00114 0.067 0.069 0.00133 1.0093x slower
GEOM AVG 0.176 0.175 1.0073x faster
without 1st/last 0.161 0.16 1.0062x faster

Figure 31: PyPy benchmark report — Vanilla PyPy (left) vs. Tristate PyPy (right)
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