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Abstract

Historically, Java has been one of the most popular languages to create cross-platform
desktop applications. Even as web technologies became increasingly prevalent in Ul
programming, writing computationally intensive applications like emulators in the web
browser was considered infeasible due to both performance requirements and shortcom-
ings of JavaScript as a language for big software projects. In recent years WebAssembly
has emerged as an alternative to JavaScript for the computationally intensive parts of
web applications, making the web browser a viable target for heavy cross platform appli-
cations.

In this thesis the two Emulators from the popular Nand to Tetris course were rewritten in
Rust and then compiled to WebAssembly. The main goal of this project was to provide
students with an improved user experience for the course by addressing both perfor-
mance and usability issues of the original emulator implementation. However, the results
also show that it is not only possible to port resource-intensive applications such as em-
ulators to the web browser, but that doing so provides tangibile benefits. WebAssembly
offers a real alternative to classic cross-platform desktop applications.
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1 Introduction

Over the decades since its inception, the field of computer science has become increas-
ingly complex and confusing. This has caused students today to lose track of the picture
at large and instead specialize on specific aspects of the field. Shimon Schocken and
Noam Nisam believe that this is an issue and that the best way to understand how com-
puters actually work is to build one from scratch yourself. [NNO5, Preface]

In order to allow students to take this seemingly impossible approach, Schocken and
Nisan developed the Nand to Tetris course in 2004, which gives students the opportu-
nity to build an entire computer system by themselves. [SN04] The machine that the
participants create over the course of twelve projects is powerful enough to enable the
implementation of complex applications and games [].
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Figure 1: A simple Wolfenstein 3D Clone running in the VM Emulator.

To improve performance, allow students to work on the included projects in a different or-
der than intended, and provide a better debugging experience, the authors have created
several applications. These include a hardware simulator for the initial projects and two
different emulators that can simulate the preceding phases of the course. These emu-
lators are, however, also a frequent point of criticism from course participants, as they
increasingly no longer meet the demands of modern users. Written in Java using the
Swing framework, they are not only slow, but also do not adapt to today’s higher screen
resolutions, making it difficult to actually see the contents of the running application [T].
The performance also makes some projects that could otherwise have been implemented
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on the platform infeasible. It is therefore sensible to rewrite these emulators to make the
course more accessible.

As part of this work, the two emulators were rewritten as a browser application using We-
bAssembly ﬂ This not only allows support for larger screens and significantly improves
performance, but also allows the tools to be used without having to be installed on the
student’s computer. The new emulator implementations can now be accessed simply by
visiting a URL in a web browserand submitting the bytecode or assembly files via a file
selection dialog. Performance has improved significantly, as shown in Section allow-
ing users to create even more complex games and applications than before. In addition,
both emulators can be compiled into stand-alone executables that can run the course’s
test scripts without user input, allowing instructors and course reviewers to use the new
emulators to grade submissions.

2 Technologies

The following sections provide an overview of all the technologies used in the creation of
the new emulators. Furthermore, a rationale is given for the choice of these technologies
over alternatives.

2.1 WebAssembly

WebAssembly (Wasm) is a binary instruction format for a stack-based virtual machine.
It is designed as a portable compilation target for programming languages, enabling the
use of traditionally native languages such as C/C++ or Rust for web development. [wasa]
Wasm, however, is not a replacement for JavaScript in its entirety. Rather, it is intended to
complement JavaScript by being used to implement the computationally intensive parts
of web applications, while all parts related to DOM manipulation and event handling
continue to be written in JavaScript. It is being developed as a Web standard by the
W3C WebAssembly Working Group, in which all major browser vendors are active par-
ticipants [wasb]. This makes Wasm code very portable between different browsers.

2.2 Rust

Rust is a multi-paradigm programming language that tries to combine high-level ergonomics
with low-level control. [KN19, Introduction] Besides being able to compile to native ma-
chine code, Rust is also capable of targeting Wasm as a platform, which makes it possible

'Source code: https://github.com/Funkschy/nand-to-browser
2 Application: https:/funkschy.github.io/nand-to-browser/
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to use Rust for web development [rusd]. Just like C and C++, Rust does not use garbage
collection at runtime by default, but unlike those languages, the programmer does not
have to explicitly free the memory either. It instead relies on its compiler to automati-
cally insert the necessary cleanup code. This is made possible by the ownership system,
which tracks the lifetime of every reference in the program and ensures that nothing can
be used after it has been deallocated. To achieve this, the compiler must enforce a set of
rules whose violation results in a compilation error [KN19, Chapter 4]. With this unique
approach, the same performance as C/C++ can be achieved without compromising mem-
ory safety [Med21]. There are drawbacks to it, however: When more rules are imposed
on the programmer, writing and especially refactoring code tends to become more te-
dious, since a simple change from an owned object to a reference in Rust frequently
requires inserting explicit lifetimes into large portions of the code base. Despite this, Rust
is the most popular language in the annual Stack Overflow developer survey for the sev-
enth year in a row, suggesting that programmers are willing to trade some ease of use in
writing for fewer memory-related bugs and vulnerabilities [s0S].

2.2.1 The advantages of Rust and WebAssembly over JavaScript

WebAssembly offers significant performance improvements over JavaScript, often reach-
ing execution times within 10% of native code. Even the optimized subset of JavaScript
known as asm. js is on average 33.7% slower than Wasm [HRS" 17, Chapter 7.3]. The
advantages are not limited to performance, but also include the ability to use Rust’s
powerful and versatile type system on the web. This type system, inspired by ML and
Haskell [rusb], provides programmers with a variety of ways to specify and limit the capa-
bilities of certain types in their applications. It enables detection and prevention of entire
classes of errors at compile time, drastically reducing the amount of end-to-end testing
required. Research has shown that 15% of errors in public JavaScript projects could
have been prevented by a static type system [GBB17]. This research was based on a
direct extension of JavaScript with a type system, but it is reasonable to assume that a
language fundamentally built around such a type system would benefit as much or even
more. Some features in Rust’s type system are especially valuable for writing emulators,
namely Enums, Pattern Matching and Traits, whose influences on the design of the final
application will be explained in further detail in Section [5

2.2.2 The advantages of Rust over other WebAssembly languages

Although Rust is relatively new as a language and its version 1.0 was only released in
2015 [rusc], it has already gained a lot of traction in the WebAssembly community. There
are several reasons for this. Rust tries to strike a balance between high-level program-
ming language accessibility and low-level performance. Due to its low-level nature and
relatively small runtime without a garbage collector, it is very well suited for running in the
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browser. Other high-level languages would have to load their entire runtime when the site
is loaded, since Wasm itself does not contain any memory management abstractions and
instead lets the module manage a simple linear memory buffer. Complex runtime envi-
ronments such as the Java Virtual Machine (JVM) would consequently lead to enormous
package sizes and long loading screens. Languages that can run in constrained environ-
ments without virtual machines are therefore more suitable for this use case. That being
said, Rust also offers advantages over other low-level languages such as C. Thanks to
its emphasis on compiler-checked security guarantees, it offers a lower barrier of entry
than C, while providing users with the same or even better performance [Med21]. Like
C++, Rust contains a more feature-rich standard library than C, with commonly used col-
lections such as Vectors, equivalent to Java’s ArrayList, and HashMaps. Rust is therefore
very well suited for Wasm development and as a result has developed a strong ecosys-
tem of libraries to support it in this area [3.2]. The combination of a language that is
inherently suited to Wasm development, and the strong community behind it, gives Rust
several important advantages over its competitors for this project.

2.2.3 Error handling in Rust

Some code examples in later sections contain lines that end with a question mark. This
is a direct consequence of the fact that Rust does not support exceptions. Instead, it
groups errors into two major categories: recoverable and unrecoverable [KN19, Chap-
ter 9]. Functions that have recoverable errors, such as a file not found error, return an
explicit result value that can either be an error or the expected return value. To simplify
the handling of recoverable errors, Rust offers the question mark operator. This operator
can be placed after any expression that has a result type. If the expression was an error,
that error is immediately returned as the return value of the entire function. On the other
hand, if the expression was an actual value, that value is automatically unwrapped, al-
lowing it to be used without further checking. This drastically reduces the amount of code
required to handle errors, while still keeping all the error handling explicit.

Unrecoverable errors, in contrast, do not need to be visible to the programmer because,
by definition, the programmer cannot handle them. They will cause the program to abort
immediately and should be used only when absolutely necessary.

2.2.4 Using conditional compilation in Rust

Rust has the ability to compile parts of the code only under certain conditions. This not
only allows those parts to be included in just some builds of the application, but also
allows the programmer to mark some dependencies as conditional. These dependencies
will only be downloaded and compiled if the corresponding feature is enabled during
compilation. A perfect example of the usefulness of this ability is the desktop feature in
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the new emulator. When compiled with this feature enabled, the VM emulator can run
in a native window that uses the SDL2 library for rendering and user interaction. But
there is no need to include it in a build that runs in the browser. By using conditional
compilation, we can compile the SDL2-related code and the library itself only when it is
actually needed. Another use case for conditional compilation is logging. Logging has a
significant performance overhead if done for every command that runs in the emulator,
while being rarely necessary. It is therefore logical to hide it behind a compilation feature
that can be activated when required and has no other drawbacks. Features are declared
in the Cargo . toml file, which contains all project-related configuration such as the binaries
built by the project, dependencies, or optimization flags. In the code, these features
can be checked with a single line of code above the block of code to be conditionally
compiled [T].

#[cfg (feature = "desktop")]
fn run(vm: &mut VM, steps_per_tick: usize) {

[...]
1

Listing 1: A function which is only compiled in desktop mode.

2.3 ReactdS

The modern web offers a seemingly infinite number of ways to create complex user expe-
riences in the browser, most of which are built in JavaScript. ReactJS is one of the most
popular front-end libraries in the world. It drastically simplifies the creation of interactive
user interfaces by making views declarative. Instead of updating the HTML code every
time something happens, ReactJS automatically updates the required components when
the internal state of the application changes. It allows programmers to define encap-
sulated and reusable components that manage their own state and can be assembled
into complex interfaces [rea]. Using ReactJS in this project allows for a simplified and
streamlined front-end implementation. The declarative nature of React also ensures that
the user interface (Ul) always displays the most up-to-date data, without the need to
manually update all the required HTML elements. This makes the final application more
reliable and easier to maintain. There are several other JavaScript frameworks that offer
similar features, such as Angular and VuedS, but none of them are as widely used as
React [web|. Using the most widely used framework should make it easier for developers
to contribute to the new implementation, as it is likely that a developer with experience in
JavaScript will also have experience with ReactJS. For these reasons, ReactdS is a good
choice for this application. It is mature, well-supported, and easy to use.

Yet, the nature of this project would have allowed for an implementation without hand-
written JavaScript. Since large portions of the project are written in Rust and compiled
to WebAssembly, it would have been possible to simply render the entire application, in-
cluding the interactive user interface, into a single canvas that also contains the screen.
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However, this is not optimal, because many features that the web browser inherently of-
fers would not have been available, such as rearranging components to fit the width of
the window, zooming into content to increase font size, supporting screen readers, etc.
An alternative approach would have been to use the features provided by the browser,
but interact with them directly from Rust. Yew is a Rust framework that would have made
this process possible. It allows the programmer to use a component-based, responsive
front-end architecture in Rust. The main reason ReactJS was chosen over Yew is its ma-
turity. At the time of writing, the latest version of the framework is 0.20.0 and the project
repository contains a warning about expected breaking API changes [yew]. In the future,
Yew might be a better choice, as it fits more naturally into a Rust-dominated application,
but for now it is not ready.

3 Related work

This project builds on much existing material by being both a modern rewrite of an existing
tool and a case study about the viability of a number of technologies for porting complex
desktop applications to the browser.

It naturally is closely related to the Nand to Tetris [n2t] course. All the high-level function-
ality was designed and specified by Nisan and Schocken. Since the goal of this project
is to develop an alternative emulator implementation, care was taken to follow the spec-
ifications described in the companion book, specifically the sections 4.2, 7.2, 8.2 and
9.2.7 [NNO5]. In addition, many of the integration tests are direct ports of test cases from
the Nand to Tetris course.

3.1 Existing emulator implementations

The main implementation of a Nand to Tetris Emulator is, of course, the official one,
which can be downloaded directly from the course website and contains every necessary
tool to complete all projects [n2t, Software]. That being said, there are other people
who have tried to provide an alternative emulator experience. One of these is pynand,
which aims to provide a better experience by eliminating the need to install Java and by
making the interface less “clunky” [Pre]. However, the developer made several decisions
that limit its usefulness. It does little to improve the performance of the emulator and
also severely limits the programs that can be run. This limitation of possible programs
is a direct consequence of its architecture, which translates the VM bytecode into
machine code for the hack architecture [4] instead of interpreting it directly. At first glance
this may seem reasonable, since it is closer to a theoretical implementation of the system
in hardware, but it severely limits the possibilities of the VM emulator, since each VM
instruction corresponds to multiple assembly instructions. This causes more complex VM
programs to quickly overflow the available memory for instructions, limiting the emulator to
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relatively short programs. Since the goal of this project was to partially replace the official
VM emulator implementation, which allows for larger programs than should theoretically
be possible, this approach is not an option here. It also doesn’t provide a user interface
outside the display, which makes debugging complex programs difficult. Besides, the
user still has to install software on their computer, just Python instead of Java.

In recent years, there have been multiple projects that implemented other emulators in
WebAssembly. Notably, an emulator for Intel's 8086 microprocessor [JVG™22], also writ-
ten in Rust and using a ReactJS front-end. This already demonstrates the viability of
these technologies for creating web-based emulators.

3.2 Dependencies

One of the main reasons why Rust was chosen as the language for this project is its
strong ecosystem, especially in regard to WebAssembly [2.2.2]. Therefore, it is not sur-
prising that several other Rust projects were used here to be both more efficient and to
produce a more stable and reliable final program. At the same time, it is also important to
use as few dependencies as possible, as any dependency could become a future liability
if that library is ever abandoned or compromised by malicious actors. For this reason,
each library used in this project has a clear purpose and provides enough value to justify
its inclusion. Libraries are often referred to as crates in Rust, so these terms are used
interchangeably throughout the text. This section summarizes the rationale for including
each crate.

Rust does not currently allow static constants that require runtime code for initialization.
This is however a very useful feature, for example to use hashmaps for defining lookup ta-
bles. The 1azy_static crate is one of the most used libraries in the Rust ecosystem [laz,
Downloads all time], because it provides exactly this functionality in the form of a single
macro. Among other things, it is used for the lookup table in the keyboard handler that
maps special symbols like the escape key to the corresponding key codes in the emulator.

Regular expressions are a very handy tool for simple parsing tasks. They are used to
parse some tokens in the test scripts [4.3] for the emulator. Rust does not provide regular
expressions in its standard library, so the regex crate was used.

The two most important libraries when it comes to the value of Rust for this project are
wasm-bindgen and web-sys. While the former is responsible for creating bindings be-
tween Rust and JavaScript so that the two can call each other as if they were the same
language, the latter provides implementations for common JavaScript APIs in Rust. It
builds directly on top of wasm-bindgen to provide most of the functionality that users
would normally have to manually write bindings for. These two libraries are further com-
plemented by console_error_panic_hook and wasm-pack. The former simply prints the
stack trace of any unrecoverable Rust error to the JavaScript console. Wasm-pack,
on the other hand, is a build tool that simplifies working with Rust in the context of Wasm



8 4 NAND TO TETRIS AND THE HACK ARCHITECTURE

by providing a command line utility which automatically builds Rust applications and pack-
ages them into Wasm modules. This tool is only used at compile time and is therefore
only needed to compile the application, not to run it.

The above dependencies are all that is needed for the web version of the emulator. If the
native version is used instead, two different dependencies are used instead of the Wasm-
focused dependencies. The first is SDL2, a library for building native desktop applications
and games. It is included only if the application was compiled with the desktop flag
enabled [2.2.4]. Finally, there is clap, an easy-to-use parsing library for command line
arguments.

ReactJS is the only JavaScript dependency for the web-based user interface. Since most
of the logic is implemented in Rust, the code required for the user interface is mainly
focused on displaying the internal state of the emulator. There are no complex Ul compo-
nents or procedures that would justify the use of separate libraries. The entire front-end
simply uses React hooks for all state handling. In addition, the interface was intention-
ally kept minimalist to match the emulator’s black-and-white display, so no external CSS
libraries are required.

The appendix also contains a table with every dependency used in the project [5].

4 Nand to Tetris and the Hack Architecture

Nand to Tetris is divided into several sections that can be worked on or skipped more or
less independently of each other. Each section describes a higher level of abstraction in
the hack architecture, the computer system designed to be implemented throughout the
course. In the beginning, the students create the necessary chips and logic gates to build
a full CPU, starting with only a not-and (NAND) gate. This section is not part of this thesis,
but it may become relevant in future additions to the application [8]. After that, students
work with the Hack assembly language [4.1] and create their own assembler whose gen-
erated code targets the CPU created in the previous section. The application created as
part of this work contains an emulator that can run that assembly directly without further
compilation. This allows students to run their assembly code in the same application as
their VM code from the later sections. Next, students work closely with VM bytecode,
first writing a translator from bytecode to assembly, and later writing a complete game
using the high-level programming language Jack, which was designed for this course. At
the end, students create their own compiler for said high-level language. They will also
implement a standard library for it that abstracts many of the direct interactions with the
platform, such as printing text to the screen. The last two parts are relevant to this project
because students can run both the VM code and their compiled assembly in the emu-
lator. The main focus of this project is on the game mentioned above, which is created
in Project 9. It may seem strange to develop a whole new emulator mainly to improve
a single project out of twelve, but this one exercise is the “Tetris” referred to in the title
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of the course. Although Project 9 is not the final project, for many it is the highlight of
the course. This is illustrated by the fact that nine of the twelve examples listed under
the “Cool Stuff” [n2t] tab on the official website are Jack programs that would qualify as
Project 9 solutions. So if the goal is to improve the overall student experience, it makes
sense to focus on this part. Nevertheless, the emulators created as part of this thesis
can also improve the experience for other projects [6]. It is important to keep in mind that
both the bytecode and the assembly are theoretically intended as intermediate steps for
compiling Jack code into machine language, even though this project is about interpret-
ing them directly. The entire pipeline with many of the relevant terms that will be used
throughout the thesis is shown in Fig. [2|

Jack Program (VM)_Bytecode (CPU)_Assembly Binary Code
Main.jack Main.vm
Compiler Translator Assembler
Prog.asm Prog.hack
Other.jack Other.vm
| S

Relevant for this thesis

Figure 2: The transformation from Jack code to machine code.

4.1 Hack assembly

There are three different languages in the Nand to Tetris course that are relevant for
this work. The first and least complex of the three languages is assembly language.
Assembly language in this case simply means that the language has a direct mapping to
machine language that the CPU can actually understand. Each assembly instruction can
be mapped to a single number that can be interpreted directly by the machine’s hardware.
Assembly in modern systems is often complicated with a plethora of instructions [Gui11],
but hack assembly has only two. These two instructions are used to manipulate two
physical registers called A and D. In addition, there is a third register called M, which
is actually just the memory cell pointed to by the address in the A register. This allows
the assembly to work without any dedicated instructions for memory manipulation. Every
register and memory cell has a width of two bytes. The first instruction is called the A
instruction because its only purpose is to write a constant value into the A register. In
assembly code it is written as @value, so for example @42 would write the value 42 into
the A register. The C instruction, on the other hand, can perform a plethora of different
functions. These range from negating the value of a single register to performing a binary-
or operation on two registers and jumping to another instruction if that value is greater
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than zero. The destination of that jump would be determined by the value inside the A
register. C instructions consist of one or more destination registers, an equal sign, an
expression, e.g. D-A, and a jump if necessary. A deeper understanding of how hack-
assembly works is not required to understand the following sections. Listing [2| shows a
simple assembly program, which checks if the value in memory at address 3 is equal to
5 and if so, jumps to instruction 100.

@3

DM // D = RAM[3]
@5

D=D-A // D =D - 5
@100

D;JEQ // if (D == 0) goto 100
Listing 2: A simple Hack assembly program [NNQ5].

4.2 Hack bytecode

Hack bytecode is the most important language for this thesis, as it is the language in-
terpreted by the VM emulator. Since it has way more instructions than the assembly, it
makes sense to start with an example instead of explaining each instruction in detail. The
simple C program in Listing [3| shows how one might write a loop that adds the numbers
1, 2, and 3 together. In mathematical notation, it would be written as S°?_ . This pro-
gram may seem unremarkable at first glance, but it incorporates quite a few significant
concepts of modern programming languages, such as variables, loops, conditions, and
arithmetic operations. Although the program itself is trivial, its translation into machine
code and subsequent execution by the computer is not. Since machine code is highly
dependent on the target architecture, the following section is specific to the Hack plat-
form. That being said, the concepts discussed are relevant not only for most other VM
implementations, but also for machine code generated by a C or Rust compiler. This is
especially true for the stack, which is an essential concept in almost every programming
language.

C is an imperative language, which means that we have to tell the computer how to
calculate the result instead of just telling it what we want. The program begins with the
declaration of two variables called i and sum. The first is used to hold the number of
iterations performed, while the second holds the final result, which is the sum of all i we
iterated over.

int i = 1;
int sum = O;
while (i <= 3) {

sum += i;

i ++;
1

Listing 3: A C program to calculate Zle i.
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To translate the program above into something that can be interpreted by the Hack VM, a
stack is used. This stack model is simple but powerful and allows a very elegant descrip-
tion of calculations. For example, to perform an addition, first both operands are pushed
onto the stack, then the addition instruction pops these two numbers from the stack and
pushes the result of the addition onto it instead. This is illustrated in Fig. 3, where 2 is
pushed on top of 1 before adding both.

Stack add

push constant 1 Stack push constant 2 Stack

[k | —=> |7 | =—= | 2 |=—= [,

1

Figure 3: Adding 1 and 2 in a stack based VM.

Unlike many other architectures, push and pop in the Hack architecture can also be
used to read and write arbitrary memory addresses, so no other memory-related in-
structions are required. For this reason, they are the only instructions in Hack that can
manipulate memory outside the stack. This is made possible by extending both instruc-
tions with a segment and an index. The segment acts as an offset that the VM adds
to the index that follows it. The address for the instruction is therefore computed as
address = of fset(segment) + index. It is used either as the destination where the result
of a pop operation is written, or as the source location of a value to be pushed. Table [4]in
the appendix shows all eight possible segments and their purpose, but only the following
two are required to understand the example in Listing[4l The local segment gets its loca-
tion in RAM from the first memory cell: address = RAM|[1] + index. SO a pop local 3
would perform the following operation: RAM[RAM][1] + 3] = pop(). In contrast, the con-
stant segment differs from all other segments in that it does not add anything to the index
before treating the result as an address, but simply pushes the index directly onto the
stack without performing a memory read. This means that the constant segment cannot
be used with the pop instruction.

With this knowledge Listing [4|becomes readable. It is important to note that the bytecode
presented assumes that the segments have already been initialized and therefore will not
work if executed as a standalone program. The code starts by initializing : and sum to
one and zero respectively, just like the C code [3]. Afterwards, a label is declared, which
is simply a position in the bytecode that can be used as a target for goto instructions. The
loop is implemented between this label and the label on the last line and can be divided
into three parts. The first part performs the exit condition check to determine if the loop
body should be executed. To do this, it first puts the value of i on the stack and then
jumps out of the loop if =(i < 4), which is equivalent to ¢ > 3. If the aforementioned check
was false, the loop body is executed. This means that the actual implementation of a loop
condition works the other way around than in the C example, where we enter the loop if
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the condition was true. This inversion is done because the code does not perform a jump
when the loop is executed. Since most loops are run more than once, this saves a lot of
jumps in the program flow. To update sum, the VM loads the current value of sum onto
the stack, then the current value of i, and after adding the two, the result is written back to
sum. Updating ¢ works basically the same way, but with a constant value of one instead
of another local variable being added. Then we simply jump back to the beginning of the
loop, where the next check for the exit condition is performed, and continue this process
until that condition is met.

/)0 =1
push constant 1
pop local 0

// sum = 0
push constant 0
pop local 1

label LOOP_START

// the Hack bytecode does not have an <= instruction ,
// therefore use i < 4 instead of | <= 3

// if i >= 4 jump out of the loop

push local 0

push constant 4

It

not

if-goto LOOP_END

// sum = sum + |
push local 1
push local 0
add

pop local 1

/0= 0+ 1
push local 0
push constant 1
add

pop local 0

// jump to the beginning of the loop again
goto LOOP_START
label LOOP_END

Listing 4: A Hack VM program to calculate $°_, i.

Table [1] lists most instructions in the VM bytecode. As they all work the same way, add
represents every instruction which pops two arguments from the stack, such as and,
1t (less than) or sub. The “Arguments” column here refers to arguments given in the
source code, such as local and 1 for the instruction push local 1. This differs, for
example, from the addition instruction, which takes its arguments from the stack. TOS is
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an abbreviation for top of stack, the value which was pushed last.

13

Name Purpose Arguments

add Add the two numbers on top of the stack -

not Bit-invert the TOS -

neg Multiply the TOS with -1 -

push Push RAM]of fset(segment) + index] onto the stack  segment, index

pop RAM of fset(segment) + index| = pop() segment, index
label Declare a label, i.e., a name referring to a line of code label

goto Jump to the specified label label

if-goto  if TOS = 0: Jump to the label label

function Declare a new function and push n;,..; 0s to the stack function name, n;ocq;
call Call a function with n,.4, arguments function name, 1445
return Return from a function -

Table 1: The Hack VM bytecode instructions.

4.3 Hack test scripts

The third and last language relevant to this thesis, is the test script language. This lan-
guage is special, because students participating in the course usually do not interact
with it directly, which is also why the scripts do not appear in Fig. [2| Instead, Schocken
and Nisan already supplied test scripts for most of the exercises in the book themselves.
These scripts are used both by students, to determine if they solved the exercise correctly,
but also by the teachers grading the project submissions. Test scripts can automatically
load a program, initialize values in the emulator’'s memory, run the program, and compare
the memory after running for a certain number of ticks with a set of expected values. An
example of such a script can be seen in Listing |5l All the commands, which are specific
to a single simulator, in this case the VM emulator, are highlighted in red. The script
starts by loading the program it is supposed to test, in this case MyProgram.vm. Loading
behaves differently for each emulator, as the VM emulator is also able to load an entire
directory, while the CPU emulator can only load a single file. In order to test the func-
tionality of a program, it is necessary to specify the memory addresses which should be
compared and their respective expected values. This is done in the next three lines. After
executing the program, the values specified in output-1list will be written in the format
dictated after the %-Symbol into the output-file. In the case of Listing [§ this means that
the values at addresses 256 and 300 are written to MyProgram. out, each with one byte of
padding left and right and a length of six for the value itself. The format here is decimal, as
specified by the D. Before this can happen, however, the program must be executed. For
this purpose, the test script can first set any value in the emulator's memory to a constant
value. This is done with the set command, which is specific to each emulator, since each
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emulator has different requirements. For example, the CPU emulator does not under-
stand the meaning of sp (stack pointer) or Local because these terms are specific to the
VM emulator. When everything is set up, the emulator is interpreted step by step inside
the repeat statement. In this case 42 VM ticks are executed. The instruction to drive the
emulator has a different name for each one, but behaves basically the same. Finally, the
output command writes all values from the output-1list into the output-file, which is
then compared to the compare-to file. These two files should be identical if the program
was executed correctly. Otherwise, an error is reported.

load MyProgram.vm,

output-file MyProgram.out,
compare-to MyProgram.cmp,
output-list RAM[256]%D1.6.1 RAM[300]%D1.6.1;
// this is the segment setup required for the bytecode example to work
set sp 256, // sp contains the address of the top of the stack
set local 300, // the base address of the local segment
repeat 42 { // run for 42 ticks
vmstep ;

}

// outputs the values specified in output-list to the output-file
output;

Listing 5: A simple script to test a bytecode program (red means simulator-specific).

5 Implementation

In this project, both the VM emulator and the CPU emulator were implemented. How-
ever, the decision to also implement the CPU emulator was made relatively late in the
implementation process, as it was difficult to accurately estimate the time required to im-
plement the VM. The CPU emulator is also much simpler than the VM and can reuse
some code from the VM implementation. Accordingly, most of this section focuses only
on the VM emulator. If no emulator is explicitly specified, the text always refers to the VM.

5.1 General approach

With any project, one must first decide on a course of action. Due to the relatively unique
requirements of this project, the order in which the features are to be implemented is
not immediately obvious. There are basically two possible approaches. A top-down ap-
proach would begin with the user interface (Ul) implementation and fill in the gaps later.
But since the application has different user interfaces depending on the intended use,
it makes more sense to develop from the bottom up. This allows for a more test-driven
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approach, where the internal logic of the emulator is developed first and only later inte-
grated into the Ul. In order to be able to test the VM properly, it made sense to implement
the bytecode parser first [5.4], as it would significantly reduce the effort required to write
unit tests for the VM. Once the parser was completed, the VM could be implemented
in isolation and independently of the future Ul. The various instructions of the VM vary
in complexity, so it made sense to postpone the implementation of the Function, Call
and Return instructions until all other instructions had been implemented and sufficiently
tested. Here the tests in the course projects, which were intended to test the participants’
compiler implementation, helped to ensure the correct functionality of the emulator. Al-
though there was no way to parse the test scripts directly at this point, they were still very
useful as they could easily be translated directly into Rust code by hand. After all instruc-
tions were implemented according to their specification [NNO5], the emulator was fully
functional and the standard library was simply loaded in its bytecode form, which made it
possible to execute any VM program without modifications. This approach unfortunately
leads to performance issues, which is why the standard library was later reimplemented

in Rust [5.6].

5.2 Architectural overview

The general architecture of the application is outlined in Fig. 4. Every box in this diagram
represents a Rust module, which can either be a single file or an entire directory. The
architecture is divided into three major areas: the actual simulators, the parsers, and
the interfaces that serve as entry points into the application. Although the CPU and
VM are commonly referred to as emulators, the module is called simulators because
this is a more general term that also applies to the hardware simulator, which was not
implemented as part of this work [8]. This is the naming convention used by the official
tools, where the emulators are also part of the simulators package [Tos]. The two terms
are therefore used interchangeably in the following sections.

5.2.1 Interfaces

There are three possible entry points for the application, listed in the interfaces section
of the figure. Two of them are intended for use via the command line. Both provide the
ability to use the test scripts included in the project within the new emulator, but work in
slightly different ways, as the VM emulator can run without a test script, while the CPU
emulator does not currently have this capability. For this reason, the VM emulator can
either accept a path to such a test script or a path to a directory containing bytecode, while
the CPU emulator accepts only a file path for a test script as input. If the user passes a
path to a directory, the application loads all files with the vm extension from that directory



16 5 IMPLEMENTATION
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Figure 4: Architecture overview diagram.

and then tries to execute them. If a test script is passed instead, that script is executed
as described in Section In the first case, a window is displayed if the application was
compiled with the desktop function enabled. Otherwise, a message is printed telling the
user that the application is running in headless mode. Other options are also available to
the user, such as the ability to set the tick speed or print the output of the test script to
stdout instead of writing it into the output file described in the test script. There is also
the possibility to use the bytecode implementation of the whole standard library instead
of the one written in Rust. All of these options can be listed with the -h flag.

The third entry point is the most important for the majority of users. The Web UI, a
JavaScript application that calls the emulator implementations as a WebAssembly library,
is easily accessible in any standard web browser. Unlike the other two entry points, which
can only use one of the emulators at a time, the Web UI can use both, indicated in the
diagram by an arrow pointing to the outer simulators module. Though test scripts are
currently not supported here [8]. This entry point can be used without the need to install
additional software on the user’s system by simply launching a web page in the browser.
The current address of this web page is given in the readme file in the root directory of
the project.

5.2.2 Simulators and Parsers

The two emulators in the simulators module are structurally very similar. Both have a
command module that contains the instruction enum [5.3], an error module that contains
the error enum for the respective emulator, and a script module that controls the emula-
tor’s execution when run from a test script [5.5]. The VM is more complex, however, and
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also includes the stdlib module, which contains the Rust implementation of the Jack
standard library [5.6].

Unlike the simulators module, the parsing module actually contains three different sub-
modules, as the script parsing is mostly independent of the emulator implementation
used. All parsers share a lot of common code, so it makes sense to combine them into
one module. Having said that, there are some emulator specific instructions in the scripts,
which were already highlighted in Section The code to parse these special instruc-
tions is contained in the script module of the respective emulator, instead of the module
with the shared code. This division was done intentionally, because parsing those in-
structions is only a small part of the whole script parsing process and is closely linked to
the way the script is interpreted by the emulator.

5.3 VM development in Rust

The following section offers a mix of general techniques for VM development in Rust
while explaining the specific choices made during the development of this project. All
processors and their emulators basically follow the same three-step cycle. They first
fetch the next instruction to be executed. The internal number containing the current
instruction is called program counter in the following sections. After the instruction is
fetched, it is decoded, i.e., the emulator determines what type of instruction it has just
fetched and decodes the arguments for that instruction if necessary. The final step is the
actual execution, which is of course specific to the instruction in question [Nys21].

Before starting to implement a VM, one must first decide on an internal representation for
the bytecode that will run on that VM. The design of the bytecode will always require a
tradeoff between performance and ease of use during development. In the original emu-
lator implementation, a very inefficient representation was chosen where each instruction
is an object of an instruction class. This class contains a field for the opcode and several
fields for possible arguments, as well as another integer that determines the number of
arguments. Using the example of push constant 3, the opcode would be an integer that
means push, while constant and 3 would be the arguments, so the number of arguments
would be two. On top of that, it also contains a string argument that is used for call in-
structions, because functions are actually called by their name at runtime. This design
has multiple disadvantages from a performance standpoint. Each instruction must be
allocated on the heap and therefore requires pointer indirection during execution, which
is known to have a drastic impact on performance as it reduces spatial locality [FSS13].
Furthermore, using strings to dispatch call instructions is a lot less efficient than just
jumping to the correct bytecode position directly.

There are two basic ways to represent instructions in an emulator. The choice between
these two possibilities was a very important decision in the development of the new emu-
lator. Instructions can have either a fixed size or variable sizes. Making all instructions the
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same fixed size makes development simpler, as a single element in the program vector
corresponds to a single instruction. But representing an instruction set like the VM byte-
code, where some instructions take arguments and others do not [1] with a fixed size,
means that some instructions require padding.

The program vector (fixed size)
push constant 3 push constant 2 add

e T T
1 element 1 element 1 element

The program vector (variable size)
push |constant 3 push |constant 2 add

T R
3 elements 3 elements 1 element

Figure 5: The difference between fixed and variable size instructions.

In the fixed size vector in Fig. [5, the add instruction has the same size as the push
instructions. Because the add instruction has no arguments and therefore stores less
information than the push instructions, this wastes some space. In contrast, the vari-
able size vector wastes no space, but each instruction is now represented by multiple
elements. The instructions have essentially been split into bytes with no higher-level
structure. This leads to a significant problem. A single instruction in the textual repre-
sentation of the bytecode can now correspond to multiple entries in the instruction vector,
e.g., push constant 3 requires three entries in the program vector. Assigning multiple
indexes to each instruction increases the index of each opcode in the vector. As a result,
the index of an instruction in the program at runtime is often significantly larger than the
line number of the same instruction in the input. For example, in the fixed-size represen-
tation in Fig. [5) the add instruction has index two, but in the variable-size vector its index
is actually six. This is problematic because jump instructions in hack bytecode are abso-
lute, i.e. a jump must know the index of its target instruction in the program vector, not just
the position relative to itself. Since the number of possible indices is limited, this leads
to a significant reduction in the amount of available jump locations, making it impossible
to load larger projects like Hackenstein [1]. A similar issue has already been discussed
in Section [3.1]to explain why translating bytecode to assembly is not a good solution for
this project.

For these reasons, the new emulator uses the fixed-size bytecode representation instead,
similar to the official emulator but with some improvements. It is not implemented with
heap-allocated objects, but with enums [6]. These allow the programmer to define a
type by enumerating its possible variants [KN19, Chapter 6]. In the official emulator, the



© o N o o~ W N =

5.3 VM development in Rust 19

program vector contains only pointers to instruction objects on the heap, but enums can
be stored directly in the vector, without any indirection. On top of that, call instructions in
the new emulator are not dispatched based on the function name. Instead, the bytecode
parser already resolves the name to the function’s index within the bytecode vector [5.4.2],
so the VM can simply set the program counter directly to that value.
pub enum Instruction {

Add,

Sub,

/) [ee]

Push { segment: Segment, index: Word },

Pop { segment: Segment, index: Word },

Function { n_locals: Word },
Call { function: Word, n_args: Word },

Listing 6: The bytecode representation used in the final implementation.

The size of an enum depends on the size of its largest variant, so padding bytes must be
added at the end of smaller variants. In this case, how can the disadvantage of wasting
space in smaller instructions be justified from a performance standpoint? To understand
the impact of such design decisions, it is important to keep in mind the composition
of actual bytecode programs. By writing a small program that groups the lines of all
bytecode files in a directory based on their first word, one can analyze the frequency
of different instructions in VM programs. Analysis of various Jack programs [3] and the
Jack standard library showed that push and pop together account for about 70% of all
bytecode instructions in real programs, while call instructions make up another 10%. Not
storing the function name in a call instruction has the added advantage that the call
instruction, which would otherwise be the largest variant, becomes the same size as the
push and pop commands [6]. Since these instructions have the same maximum size
and account for 80% of all instructions, only 20% of the instructions need to be padded
at all. Accordingly, the padding caused by the use of enums is not really relevant for
the memory requirements and cache efficiency of actual programs. Compared to the
bytecode representation in the official emulator, this enum-based approach is still more
efficient, since it does not contain any pointers and thus no indirection. The enums are
stored directly inside the vector, not in separate heap allocations. Not resolving functions
by their name at runtime should also improve performance significantly.

Enums are typically used in conjunction with pattern matching, a feature that allows the
programmer to compare a value against a series of patterns and then execute code
based on which pattern matches [KN19, Chapter 6.2]. This makes it very easy to not
only identify the current instruction, but also extract all the necessary data from it. With
this approach, an entire instruction with all of its arguments is now contained in a single
instance of the instruction enum. Listing |7| shows how pattern matching can be used
in combination with enums to implement the decoding phase of the VM cycle in a clear
and concise way by directly extracting the arguments of, for example, push and function
instructions and binding them to new local names. For the above reasons, the fixed-size
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enum-based representation is a good choice, both for performance and usability during
development.

The exclamation mark in tos_binary! marks this expression as a call to a macro rather
than a function, so the + operator can be passed as an argument.

match instruction {
Add => tos_binary!(self, +),
/[l ]
Push { segment, index } => {
let value = self.get_value(segment, index)?;
self .push(value) ?;

1
/) [l ]
Function { n_locals } => {
// initialize all local variables to zero
for _ in 0..n_locals {
self.push(0) ?;
!
1
!

Listing 7: Using pattern matching to deconstruct the instruction data.

The architecture with its different entry points and ways to use the emulators [4] places
unique demands on the VM implementation. To meet all these requirements, the VM
runs in such a way that it executes one step at a time and can be suspended after each
of these steps. This constraint will be especially important for the interaction with native
rust code in the standard library [5.6]. In each step, the VM first fetches the current
instruction from the loaded program, then performs pattern matching to extract all the
required data and finally executes the instruction. The matching process can be seen in
Listing |7, where the segment and index of a push instruction are extracted and then used
to first load the value with another method and then push it onto the stack. Rust’s pattern
matching handles the selection of the correct branch automatically.

5.4 Parser development in Rust

Parsing usually consists of at least two stages, the first being lexical analysis, also known
as tokenization. At this stage, the individual characters of the input are grouped into
tokens, which are assigned tags such as symbol, number, or keyword. This is followed by
the actual parsing stage, where the tokens are further grouped into constructs, such as
arithmetic expressions or loops. In its simplest form, a token is a tuple of a piece of the
original source code, called a lexeme, and the tag that assigns a specific meaning to the
lexeme. Neither assembly [4.1] nor bytecode [4.2] really have any complex constructs,
since both are already flat lists of instructions. The test scripts [4.3], on the other hand,
also contain more complex instructions, such as repeat, which is essentially a for loop.
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5.4.1 Generic lexer

Much of the lexical analysis code can be shared by all three parsers. At its core, a lexer
only needs to consume characters as long as certain conditions are met, and then return
a token containing those characters, their position in the original source code for error
reporting, and the type of token that was consumed. Taking characters based on a con-
dition and then combining them with location information is independent of the particular
parser. This is why this functionality is implemented in a generic lexer, which is used by all
three parsers. The generic lexer offers a method take_chars_while, which again takes
a higher order predicate function as its argument. This predicate function is evaluated
for each character, starting from the current position of the lexer, until it returns false for
the first time. Then all characters that evaluated true when applied to the predicate are
returned as a single string with information about the string’s position in the entire source
code. A possible predicate might be char: :is_numeric which tests if a given character
is a digit. So calling generic_lexer.take_chars_while(char::is_numeric) would con-
sume an entire number from the input string and return it wrapped in a span. The span
is a structure that can wrap any generic inner type with information about its position in
the source code, e.g. the line where the element occurred. This information can later
be used to improve error messages for the programmer by indicating not only what went
wrong, but also where the error happened.

5.4.2 The bytecode parser

The bytecode parser is the simplest of the three parsers. As shown in Listing |4} the hack
bytecode is a flat and simple format, with well-defined rules. Nevertheless, it has some
complexity due to the way symbols are resolved. Functions and labels both declare sym-
bols, which can be referenced before they are declared. This is relevant because, as de-
scribed in Section[5.3] call instructions and labels are resolved into indices in the program
vector during parsing. To achieve this, the parsing is divided into two different steps. The
first step is to parse the source code from beginning to end. At this stage, the bytecode
vector does not yet contain the completed instructions. It instead contains instances of an
enum, which can either be a fully resolved instruction or a partially constructed instruction
with a symbol it is waiting for. While reading the source code, the parser keeps track of
all declared functions and labels. When such a symbol is referenced in the code, the
parser tries to find it in the environment. If the symbol is already declared, the instruction
is inserted into the result vector as a fully resolved instruction. However, if the instruction
references an undeclared symbol, the instruction is inserted with a placeholder and an-
other string with the name of the missing symbol. These placeholders are then replaced
with the correct indices in the second stage. Here the parser iterates over the previous
result vector and handles any instructions with placeholders [ALSUQG].
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Source Stage 1 result

1) call foo 1 1) Call { index: ?, args: 1} (foo)
2) call Math.multiply 2 '::> 2) Call { index: ?, args: 2 } (Math.multiply)
3) function foo 1 3) Function { locals: 1}
Function names are not Stage 2 result
needed at runtime and 1) Call { index: 3, args: 1}

therefore not included in the 2) Call { index: 65535, args: 2 }
result 3) Function { locals: 1}

Figure 6: The two stages of bytecode parsing.

At the end, the parser performs a final check to see if there are any unresolved symbols
left. Should this be the case, it returns an error, otherwise the parser is done. One thing
which has yet to be explained: If function dispatching is based on the function’s index in
the program’s bytecode vector, how are built-in standard library functions called? These
functions are not part of the bytecode and therefore not included in the parsed program.
They are assigned the highest possible addresses that would be valid indices into the
bytecode vector. So if N is the largest integer that still fits into the index type, and if n is
the number of standard library functions, then the addresses in the range [N —n + 1, N]|
are used to call those functions. These addresses are not really part of the bytecode, they
are just numbers known to the emulator that resolve to the implementation of a function
in the native standard library, rather than a real bytecode instruction. The exact index
for each standard library function is determined before parsing, so the parser can simply
replace any symbol referring to such a function with the correct index. The connection
between this index and the associated symbol can be resolved bidirectionally, so the
VM can also resolve any call with an index greater than N — n to the appropriate native
function. The entire process can be seen in Fig. [6, were the foo call is resolved to an
actual index in the result, while the Math.multiply call is resolved to the highest possible
index 216 — 1.

5.5 The test script workflow

To allow automatic testing of student submissions, the Nand to Tetris course includes test
scripts for most of its projects. As described in Section these scripts share most of
their functionality and syntax between all three simulators, but there are some simulator-
specific features that pose a challenge to implementation. The application must know
which emulator the script is to be run in, so that only the correct instructions are parsed
and executed. Since the different emulators actually produce different executables [5.2.1],
the emulator is already known, but it is not immediately obvious how to structure the code
to allow only some of the possible commands to occur and be executed based on the
current interface, while sharing as much code as possible.
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In an object-oriented language, functionality like that described above would probably be
implemented using abstract classes or interfaces. There might be an abstract test script
parser from which the specific parsers for the VM, CPU, and hardware simulator would
inherit. The simulators could also inherit from an abstract script executor class that would
implement most of the commands, leaving only the emulator-specific commands to the
subclasses. While Rust supports dynamic dispatch, it does not provide inheritance as a
feature of the language. But it does offer a powerful system of type parameters and traits
to specify constraints on those types. Methods can be implemented not only directly
on types, but also conditionally if a combination of types matches certain properties.
The generic test script parser expects an emulator-specific command parser as its type
parameter. All methods of the generic parser are not actually implemented directly on this
parser. They are instead only implemented if the combination of the generic base parser
and the simulator-specific parser together implement the ScriptParser trait. The actual
implementation of the parser interface is therefore not part of the module containing the
generic parser. Rather, it is implemented in the simulator-specific modules. This process
is more complicated than the object-oriented solution, but has the advantage of working
without dynamic dispatch. The type parameters for the simulator-specific commands can
also be used to guarantee that the emulator really expects the same commands that the
parser returns. The code is presented in a simplified version in Listing [8] and Listing [9]
In the real program, this code is more complicated due to some details of the Rust type
system that do not add to the understanding of the core principles at work, so those have
been omitted.

// P is the simulator specific parser

// C is the simulator specific command

// this struct contains the lexer as a field
pub struct ScriptParser<P, C> { [...] }

impl ScriptParser<P, C>
where ScriptParser<P, C>: SimulatorCommandParser<C> { [...] }

Listing 8: The generic base parser for test scripts.

The ScriptParser implementation block only becomes relevant if there is an emulator-
specific parser that implements the missing parts, as shown for the VM emulator parser
in Listing[9] Here the SimulatorCommandParser trait is implemented for the ScriptParser
in combination with the specific VMEmulatorCommandParser, neither of which would imple-
ment the trait on their own. This implementation has to contain the missing parse function
for VM specific commands.

// this parser does not need any fields of its own
pub struct VMEmulatorCommandParser {}

impl SimulatorCommandParser<VMEmulatorCommand>
for ScriptParser<VMEmulatorCommandParser, VMEmulatorCommand> { [...] }

Listing 9: The VM emulator specific parser for test scripts.
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So far we have looked at the implementation of the test script parser, but of course the
scripts need to be executed to be useful. Just like parsing, most of the logic is shared
among all simulators, which means that individual emulators should implement only the
commands that are unique to them and share all other code. The trait that specifies these
methods also has a generic type parameter, just like the “C” parameter in Listing (8| This
ensures at compile time that the parser and executor are compatible. Rust’s powerful
type inference even allows it to determine the correct script parser implementation based
on the executor provided. The various interfaces can simply call the execute_script
function with one of the simulators as its argument and the compiler will automatically
infer the correct parser.

5.6 The native standard library protocol

Theoretically, the VM could simply use the implementation of the standard library writ-
ten directly in bytecode. From a functionality point of view, this implementation is almost
identical to the Java implementation in the official emulator [5.6.3]. The reason the of-
ficial emulator still has a version of this library implemented in Java is the same reason
the new emulator has a Rust version of the standard library: It is much faster. A simple
example to show the huge impact is Math.multiply. The VM does not have its own mul-
tiply instruction, but relies on a software solution within the standard library. During code
generation, the compiler automatically converts any multiplication in the source code into
a call to this function. The multiplication function contains 92 lines of code with calls to
Math.abs and a loop that executes 16 times, once for each bit in the two-byte integer.
A simple multiplication therefore requires hundreds of VM ticks to execute. In the native
Rust implementation, it requires only a single tick. Other, more complicated functions
may be executed less frequently, but the performance impact here is even greater. Pro-
viding a native implementation of these functions is therefore one of the most important
possible performance improvements. Unfortunately, it is not trivial to provide such an
implementation for various reasons.

5.6.1 The issues with native functions in the virtual machine

There are several problems with integrating native code with bytecode. First and foremost
is the fundamentally different execution model. The VM runs tick-based, i.e. it executes
one instruction per tick, so it is possible to pause after each instruction. This is not the
case with Rust code, as we cannot stop a function in the middle of execution and resume
it at a later time. Itis also not possible to simply run the entire function to completion within
a single VM tick. Some functions in the standard library run in an infinite loop, such as
Keyboard.readLine, which does not return until the user presses the Enter key on their
keyboard. Another difficult function is Sys.wait, which takes a number as input and waits
approximately that many milliseconds. Targeting the web browser makes this function
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difficult to implement, as WebAssembly does not support multiple threads at the time of
writing. Sys.wait cannot block the only available thread, because this would cause the
entire application to become unresponsive. The implementation is further complicated
by the fact that the communication is bidirectional. Jack’s standard library may only be
partially implemented natively and partially as VM bytecode. This is especially likely in
Project 12, where students are expected to implement the standard library themselves.
Some functions of the standard library depend on other functions of the standard library,
such as Output.printString, which must call String.length to work. The call to the
actual length function is important here because the internal representation of strings is
not part of the specification, only the interface. To summarize, the bytecode must be able
to call native Rust functions, and these native Rust functions must in turn be able to call
functions implemented in bytecode. In addition, there must be a way to stop the native
functions like any other bytecode function, with the ability to resume execution at any time
in the future, either based on user input, elapsed time, or other conditions. The official
implementation can work around many of these problems by using multiple threads that
can actually be paused and resumed based on conditions. Since this is not possible in
WebAssembly, a new way of handling native standard library functions is required.

5.6.2 Solving those issues with a Finite-state machine

To solve the problems described above, the new emulator uses finite-state machines.
Finite-state machines (FSMs) are a common model in computer science with a wide
range of applications. An FSM can only ever be in one of a finite number of states and
can transition between these states based on conditions [Sak09]. The functions in the
Jack standard library do not need to be able to pause at any point in the code. Instead,
there are certain points at which the function can be paused, such as by calling another
function, whether a VM or a native function, or by explicitly waiting for the next tick. This
allows these functions to be represented as FSMs, where each state is a non-interruptible
code block after which the function is automatically suspended. Each of these code
blocks returns the next state to be executed as a return value and thus serves as a
transition. When the function finishes its execution, a special state is returned, otherwise
the function continues in the state returned by the last block in the next tick of the VM. In
practice, this means that each time a native function is called in the VM, a state argument
is passed in addition to the VM instance and formal parameters. This state is actually just
a 32-bit integer that is initially set to zero. The emulator manages an internal call stack,
in addition to the one that is naturally built on the global stack by the VM function call
protocol. With every function call, a new element is pushed onto this internal stack. For
bytecode functions, this is useful for displaying the current call stack in the user interface,
but for native functions it is very important for their functionality, since this stack entry
contains the state of that function. After a native function is suspended, which in Rust
just means a normal return, its state in the stack is set to the newly returned state. Or the
element is removed from the stack altogether if the special final state is returned. Each
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time the VM is instructed to execute a step, it first checks if the top of the internal call stack
is a built-in function that needs to be continued. If it is, that function is called again, using
the previous return value as the new state. Continuing the function in the correct place is
then as simple as putting the contents of the native function into a match statement that
jumps to the correct branch based on the state argument. In addition to the state, the
native function receives the VM as a mutable reference and the formal arguments as a
vector of words. Mutable access to the VM is needed for several functions, e.g. drawing
to the display memory to display something on the screen.

This system is powerful enough to solve all aforementioned problems if applied correctly,
which is not trivial for every function, as can be seen in Section [5.6.4

5.6.3 Example: Sys.wait

Sys.wait is a good example of how the state argument can be used. It is supposed
to wait for approximately the amount of milliseconds that the caller passed as an argu-
ment. Since state is just an alias for u32, a 32-bit unsigned integer, it can be used as a
counter [7].

state < duration

millis >= 0 1 state >= duration @

Figure 7: The Sys.wait function as a diagram.

The first time the function is called, the state is 0, so we should enter the second if-
statement. Unless the user passed a zero as the time to be waited, the function returns
1 as the next state. When the emulator executes the next step, it checks its internal call
stack, which contains the Sys.wait call with state 1 as the top element. For that reason,
instead of executing the next statement, the emulator calls the wait function again, but
this time with a state of 1. This means that the function then returns a new state of 2.
This loop then continues until the state is the same size as the first argument multiplied
by 1000. When this happens, the original first argument is returned inside the special
finished state, which means that the function should be removed from the emulator’s
internal call stack and the next statement can finally be executed. The multiplication by
1000 is relatively arbitrary here, since the actual duration depends on the current tick
rate, which is a feature of the user interface and therefore unknown to the emulator [5.3].
It would be theoretically better to first set the status to the current system time and then
decrement it until it reaches zero again. At the moment, however, this is not possible
because WebAssembly does not provide an API for accessing the system time.
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pub fn wait(_vm: &mut VM, state: State, params: &[Word]) —-> StdResult {
if params[0] < 0 {
return Err(StdlibError::SysWaitNegativeDuration) ;
}

let duration = params[0] as State = 1000;
if state < duration {

return Ok(StdlibOk :: ContinuelnNextStep(state + 1));
1

Ok(StdlibOk :: Finished (params[0]) )
}

Listing 10: Implementation of the Sys.wait function.

5.6.4 Example: Output.printString

Listing [11] shows a more complicated function which uses the system described above.
This function can be used to output an entire string to the emulator’s screen. It does
not implement all the functionality itself, instead relying on the string module to iterate
over the characters, and the output module’s printChar function to print just a single
character. In theory, this function would be trivial, a simple for loop from zero to the length
of the string, with only a single call to the printChar function as the loop body. Yet it is
not trivial in practice due to the limitations described in Section|5.6.1

String.charAt()

@ len := String.length()

Figure 8: The Output.printString function as a diagram.

Output.printChar()

Each time a function is called within a standard native library function, the latter must be
stopped, since the former might be a function written in bytecode, and therefore subject to
the user interface’s stepwise debugger. For example, if the native output implementation
is used in combination with a string implementation in bytecode, the user might reason-
ably expect to step through the charAt function called by the printString function in the
user interface. This is indeed possible with this system. Features like this necessitate
the complexity of these native implementations, as they cannot be implemented with a
normal for loop. In the future, it may be possible to implement this in Rust in a more
idiomatic way using the planned yield statement, however this is still a proposal at the
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time of writing [rusa]. Most of the logic is explained in the comments of Listing but
the basic idea is simply to use the state argument both as an index for the loop and to
store the length of the string. This is possible because the state type is a 32-bit integer,
whereas the VM emulator uses only 16-bit integers, so the state can contain two different
values. Depending on whether the state is even or odd, we alternately call the charAt
or printChar function until everything has been printed. Although the function is actually
rather simple, it appears quite complicated in the code, so it is shown again in Fig. (8] but
this time in a graphical representation of the state machine. Each state transition in the
graphical representation is a suspension point for the function, with the transition to state
3 representing the final return in line 28 of the code.
pub fn print_string (vm: &mut VM, state: State, params: &[Word])
-> StdResult {
// State is 32 bits wide. The upper 16 bits are used to keep
// the length information, while
// the lower 16 bits are used for the actual state counter

let string = params|[0];
let real state = state & OxFFFF;

// in the first tick: get the length of the string to be printed
if state == 0 {
return call_vm!(vm, state, "String.length", &[string]);

}

// the second call of this function is a special case, because the
// string length is on the stack instead of in the state

let (len, last) = if state == 1 {
(vm.pop()? as State, 0)
} else {

((state >> 16) & OxFFFF, vm.pop() ?)
};

// we need 2 ticks for each i, so divide by 2
// also subtract 1 because this will not be executed for state 0
let i = (real_state as Word - 1) / 2;

// the exit condition
if i >= len {

return Ok(Finished(0));
}

// keep alternating between these 2 while i < len
if is_odd(state) {
vm. call ("String.charAt", &[string, i])?;
Ok(ContinuelnNextStep ((len << 16) | (state + 1)))
} else {
vm. call ("Output.printChar", &[last]) ?;
Ok(ContinuelnNextStep ((len << 16) | (state + 1)))

Listing 11: Implementation of the Output.printString function.
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5.7 Integrating the emulator into the Web Ul

So far, all sections have dealt with the internals of the emulator. The primary goal of the
project, however, is to provide the user with a web-based interface. Integrating the emu-
lator into a web page is done by first compiling the Rust code into a Wasm library, which
is then used by a ReactJS application [2.3]. The exact boundary between JavaScript and
Rust is arbitrary and has actually changed during the development of the application. In
the finished version, the JavaScript code requests the current frame of the screen from
the Rust code, which then renders the pixel data into a JavaScript ImageData buffer, a
type provided by the web-sys crate [3.2], and returns it. The JavaScript code then sim-
ply displays the data inside a normal canvas element. In fact, the Rust code doesn’t do
anything by itself, it just provides functions that can be used by the ReactJS application.
Another example of this principle is the handling of keyboard events, which are received
by JavaScript, then passed to Rust and processed accordingly inside the emulator. So
the main loops, both for running the VM and for displaying the current frame, are written
in JavaScript. To improve performance, however, the step calls to the VM are batched.
When the emulator runs in a loop, a single iteration of the loop in the interface actually cor-
responds to thousands of ticks for the emulator, depending on the position of the speed
slider [5.8]. This does not happen during debugging, of course, where a single step in the
user interface usually corresponds to a single tick in the emulator. The only exception to
this rule is that the front-end automatically keeps ticking as long as the emulator is exe-
cuting a built-in standard library function. The reason for this becomes immediately clear
when one looks at Section It is not desirable to click the step button a thousand
times for every second you want the emulator to wait. By giving the front-end control over
all execution, state implementation becomes much simpler, as all user interface elements
can be easily updated after an event causes a change in emulator state. If this were not
the case, the emulator would have to notify the front-end of state changes, or the Ul would
have to actively ask the emulator for its current state as often as possible. The interaction
between the JavaScript front-end and the emulator code is facilitated by a thin compatibil-
ity layer in Rust. This layer provides a unified interface to the front-end that works for both
the VM and the CPU emulators. As a result, there is no need to implement two different
user interfaces, and all JavaScript code is shared between the two emulators.

5.8 Web Ul showcase

The web-based user interface is shown in Fig. [0 It is divided into four major parts.
Above everything else, there is a row with all interactive Ul elements. This row contains
the buttons for loading a new program, starting, stopping, advancing a single step or
resetting the running program and the slider for changing the VM execution speed. In the
middle left part of the image the bytecode of the currently loaded program is displayed.
This information is useful when the user is using the “Step” button to debug the loaded
program. The instruction to be executed next is highlighted in red. To the right of that is the
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most important part of the user interface, the emulator screen. Here the screen section of
the emulator memory is displayed. Below those two, certain parts of the internal memory
are shown to improve the debugging experience. From left to right, those are the call
stack, local variables, arguments to the current function and the stack. These fields are
updated each time the emulator comes to a stop, i.e. after each step or after pressing
the stop key. Since the emulator executes thousands of ticks per second, updating the
values after each tick would be neither feasible nor useful, so they are only updated after
stopping [6.2]. If they are not updated while running, there is no point in displaying them
at all, so the bytecode view and the memory segments are hidden while the program is
running. This allows the screen to fill almost the entire browser window and its contents
to become as large as possible. In contrast, the button row at the top and the screen are
always visible.

Upload Files | Start || Step ” Reset | :D:
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Figure 9: The web-based user interface on a desktop computer.

5.9 Hosting the application

One of the biggest advantages of web-based applications is the ability to use them with-
out a local installation, simply by opening a link in the user's web browser. This only
works if the application is hosted on a public web server. For many applications, this
means renting or operating an expensive server infrastructure for the backend of their
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service. In contrast, the new emulators are compiled to WebAssembly, which allows
them to run entirely in the client’'s web browser. This means that no backend is needed
and therefore a simple static file server is sufficient to host the entire application. GitHub
offers such a file hosting service free of charge. It is called “GitHub Pages” and allows
users to host static web resources by simply uploading them to a directory on GitHub’s
servers and marking that directory as public in the repository settings. In addition, GitHub
offers a service called “GitHub Actions” that allows arbitrary code to be executed on Mi-
crosoft’'s servers depending on various events in the repository, such as a push to the
main branch. Combining these two services, one can automatically build and deploy the
entire WebAssembly application to Pages every time there is a push to the main branch.
That is exactly what this project does, even though it is technically hosted on the HHU’s
internal GitLab instance. Every time there is a push to the GitLab instance, that push is
automatically mirrored to GitHub, which then builds the Wasm and JavaScript code and
deploys it to GitHub Pages.

6 Evaluation

When evaluating the success of a project, it is paramount to keep in mind the original
goals of the project. In this case, the primary goal was to provide an alternative VM
emulator implementation to the participants of the Nand to Tetris course to make Project
9 and 12 more convenient. Not only was this goal achieved, but in addition, the CPU
emulator was also rewritten, and both emulators have been integrated into a test-script-
driven workflow, making them useful to course instructors. Then again, projects do not
exist in a vacuum, so the following sections contain a comprehensive comparison with
the official emulator.

6.1 Comparison with the official Emulator based on compatibility

It is impossible to test every existing program for the Hack VM, both due to the sheer vol-
ume of existing applications and the fact that many of these applications are not available
to the public. However, this is also not necessary, since the expected behavior of the em-
ulators is clearly described in the book accompanying the course. By following the spec-
ification and testing the new implementation with a reasonable number of representative
programs, one can determine the degree of compatibility. Those programs are listed in
the appendix [3]. The number of possible instructions in the VM is also manageable, so
a sulfficiently complex program will use every single available instruction, which further
supports this claim. Additionally, the course materials include a variety of test cases to
help users implement the Jack compiler. These tests were used to further verify the cor-
rect behavior of the new VM implementation. By and large, the new emulator behaves
exactly like the old one. This even applies to behaviors that could be considered bugs,
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such as the way the keyboard handler in the Java implementation interprets each letter
as a capital letter, thus limiting the entire input system to uppercase letters. This is not a
technical limitation of either the VM or the Java input event, but simply a consequence of
the implementation of the keyboard handler, and could easily be changed to allow lower-
case letters as well. But that would affect a number of existing applications, since they
only check for uppercase letters in their game code, which means that those applications
could no longer be used without problems. For this reason, the new emulator also only
passes uppercase letters to the VM, even if it needs a bit more code to behave that way.
All keys are converted directly to uppercase after being read. In the future, it might be
useful to add a compatibility setting to allow users to process lowercase letters as well,
but due to the time constraints of this project, it was decided to prioritize compatibility
over correctness. There is only a single part of the new emulator that is known to behave
at least partially differently to the official implementation. That is the implementation of
the Sys.wait function discussed earlier in Section[5.6.3] The new Sys.wait behaves like
the bytecode implementation, which also counts ticks to approximate time. This differs
from the Java implementation, which internally uses the Thread.sleep function. Due to
the limitations of Wasm mentioned previously, it is not possible to do the same here.

6.2 Comparison with the official Emulator based on Ul

The new emulator does not implement all the features of the official emulator. Some of
these missing features are missing due to time constraints, such as test script support in
the Web Ul [8]. On the other hand, some features have been deliberately omitted because
they serve little purpose but complicate the user interface. One such feature is the ability
to animate the running program. When this option is enabled, the information about the
internal memory and the current instruction is updated after each tick. Every time one of
those values changes, it is highlighted in the Ul. This may seem useful at first, but while
debugging, the user will usually use the step button instead, and when running the game,
the animations have to be disabled for performance reasons. Thus, this feature does not
offer much benefit to the user. Instead of offering every possible feature, the new user
interface is intentionally kept minimal to simplify usage and provide an experience that is
more focused on actually running games at full speed. This is also the reason why most
of the Ul elements are completely hidden while the game is running. For the compiler
development that is part of projects 10 and 11, it may be advantageous to continue using
the official emulators for their advanced debugging features. In contrast, when it comes to
playing and testing full games, the new emulators offer a superior experience. They also
open up these games and programs to additional platforms, because the new emulators
also work on phones and tablets, as long as a physical keyboard is connected or the
application does not require user input [T2]. Another benefit of the new user interface
is the unification of the VM and CPU emulators. The new emulator handles both types
of applications within a single application, distinguishing between them based on their
respective file extensions.
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6.3 Comparison with the official Emulator based on Performance

There are two distinct modes in which the emulators can operate: interactive mode, in
which the display memory is actually rendered onto a visible canvas, and test mode,
in which a test script runs without further user input to verify the correctness of a VM or
CPU program. From a performance point of view, only the former is relevant, since all test
scripts used in the course finish so quickly that measuring the performance differences
between emulators would basically be meaningless. So, to really evaluate the new em-
ulators, a sulfficiently complex graphical program is required. For this task, one of Gavin
Stewart’s impressive graphical demonstrations for the Hack platform was chosen. The
GASchunky program [Ste] renders a complex animation in an infinite loop to the internal
display. It requires no user input, but uses almost all the available functionality of the plat-
form, making it a perfect choice for benchmarking. Since the number of instructions and
standard library functions is relatively small, a single complex program can adequately
represent the speed of the entire platform. In order to turn it into a proper benchmark, the
loop was removed, leaving only a single iteration of the animation to be played. Fig.
shows a frame of the generated animation. Additionally, to make the comparisons fair, all
Sys.wait calls have been removed from the program. The reason why this is important
was discussed at the end of Section[5.6.3 and Section

Real-time Plasma and Rotozoom demo. Gavin Stewart 2013.

Figure 10: A screenshot of the GASchunky animation in progress.

There were also some changes made to the emulators themselves. Two statements have
been added to the code for both the official and the new emulator. Both print the current
system time in milliseconds and get executed when the start button is pressed and when
the program returns from the main function respectively. Also, in the “Official (no wait)”
column of the Table [2| the one millisecond wait instruction in the FastforwardTask of
the HackController. java was removed to ensure that the official emulator could run at
its maximum speed. The new emulator was run both from the Web Ul and in desktop
mode. For the “Native” and “Linux 10x Firefox” columns, the tick rate has been set to
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one million, instead of the default maximum tick rate of one hundred thousand in the
Web Ul. This normal maximum of 100,000 is arbitrarily chosen and therefore does not
reflect the true performance of the system. At a tick rate of one million, the viewer can
still see the animation clearly, which allows for a fair comparison [11]. That said, the
other four columns for both Linux and Windows use this arbitrary limit because that is the
experience users will have by default. This limit was decided upon to ensure that games
developed for the official emulator run at a reasonable speed by default and are neither
too fast nor too slow. All benchmarks were run consecutively on the same computer.

Official Official Native Linux 10x Linux Linux Windows Windows
(no wait) Firefox Firefox Chrome  Firefox Chrome
36.16s 30.76s 1.01s 1.02s 2.91s 5.68s 10.39s 3.43s
36.19s 31.17s 0.99s 1.03s 2.92s 5.66s 10.39s 3.47s
35.93s 30.58s 1.02s 1.04s 2.81s 5.59s 10.39s 3.51s
36.14s 30.65s 0.97s 1.06s 2.81s 5.80s 10.39s 3.54s
36.16s 30.99s 0.95s 1.02s 2.81s 5.38s 10.40s 3.49s
36.12s 30.81s 1.083s 1.07s 2.87s 5.39s 10.38s 3.51s
36.27s 30.86s 1.06s 1.06s 2.95s 5.38s 10.36s 3.54s
36.29s 30.86s 0.99s 1.05s 2.95s 5.39s 10.38s 3.49s
35.86s 30.81s 1.01s 1.03s 2.94s 5.36s 10.39s 3.39s
36.12s 30.74s 1.02s 1.04s 2.91s 5.45s 10.29s 3.43s
Table 2: GASchunky benchmark in seconds (lower is faster).
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Figure 11: GASchunky benchmark (lower is faster).

It can be clearly seen that the performance of the new emulator, while very much depen-
dent on the particular web browser and operating system, is consistently several times
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faster than the official implementation. On average, the official emulator without modifi-
cations takes around 36 seconds to render the full animation once. The web version of
the new emulator can achieve the same result in just one second on average when the
artificial upper limit for the tick rate is removed. The native version of the new emulator,
which uses SDL to render the internal display, is even slightly faster. While the official
emulator can be sped up drastically, it still does not come close. This shows us that even
though the new emulator only uses a single thread and runs in a browser, it still offers
massive performance benefits over the official implementation. It is worth noting that not
only the browser is relevant for the final performance, but also the combination of browser
and operating system.

7 Conclusions

Overall, the project was successful. The original goal of providing an alternative VM em-
ulator implementation in the browser that is faster and better suited for modern displays
was achieved. On top of that, the CPU emulator has also been rewritten and integrated
into the same user interface, and the test script workflow has also been ported to Rust.
But not every change is an improvement over the original emulator. The new tools have
fewer debugging features than the old ones and there are still some opportunities
for future improvements, as described in Section [8, The technologies chosen worked
well, by and large, to rewrite a complex desktop application for the modern web, and the
potential of Wasm as a compilation target for such applications was demonstrated. It can
be expected that the already existing trend of developing more and more applications
for the web browser will accelerate further, as developers are now no longer limited to
JavaScript or languages that can be compiled for it.

8 Future work

While the project resulted in a working application that fulfills the original goals, there
are still multiple things that could be improved in the future. First and foremost is the
inclusion of the last of the three simulators, the hardware simulator. Since this simulator
is not affected by performance issues, as only simple tests of the created logic gates
are performed, it would benefit least from a rewrite in Rust. Having all the simulators
for the course inside of one single application would, however, be a great benefit for
the students participating in the course as they would not have to install anything locally
anymore. This would require not just a new emulator to be written, but also a completely
new user interface, while the VM and CPU can share a single interface due to their
many similarities. Another point that would greatly benefit the students would be the
inclusion of further debugging tools, like breakpoints, more memory views and the
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inclusion of the test script runner into the web based user interface. The last point is
especially important, as those test scripts show the students that they correctly solved
the problem before submitting their solutions. Some minor improvements which could be
made, are improved error messages and a compatibility mode for the keyboard handler.
The former should be relatively simple to implement, as the parsers already include the
original source code location of each token in their output [5.4.7]. The latter point refers
to something already discussed in Section Instead of just emulating the behavior
of the official emulator perfectly, it might be useful to make the behavior of the keyboard
handler configurable for users.
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Appendix A Tested programs

Name Author URL (if available)

Tetris Felix Schoeller -

Raytracer Alex Quach https://github.com/aquach/from-nand-to-raytracer
GASchunky  Gavin Stewart https://github.com/gav-/Nand2Tetris-Games_and_Demos
GABoing Gavin Stewart https://github.com/gav-/Nand2Tetris-Games_and_Demos
Hackenstein  Quester Zen https://github.com/QuesterZen/hackenstein3D

Doom Jona Leon Heywinkel -

*Raycaster Julius Armbrister -

Axis Markus Brenneis -

Brainhack Markus Brenneis -

Minesweeper Patrick Muller -

The project by Julius Armbrister did not have a name, so Raycaster was chosen to describe it

Table 3: The VM programs tested on the new emulator implementation.
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Appendix B Hack bytecode segments

Segment | Purpose

| Comments

argument | Stores the function’s arguments Allocated dynamically by the VM
implementation when the function is
entered.

local Stores the function’s local variables | Allocated dynamically by the VM
implementation and initialized to 0’s
when the function is entered.

static Stores static variables shared by all | Allocated by the VM imp. for each

functions in the same .vm file. .vm file; shared by all functions in
the .vm file.

constant | Pseudo-segment that holds all the | Emulated by the VM implementa-

constants in the range 0...32767. tion; Seen by all the functions in the
program.

this, that | General-purpose segments. Can | Any VM function can use these seg-

be made to correspond to different | ments to manipulate selected areas

areas in the heap. Serve various | on the heap.

programming needs.

pointer A two-entry segment that holds the | Any VM function can set pointer 0

base addresses of the this and that | (or 1) to some address; this has the

segments. effect of aligning the this (or that)
segment to the heap area begin-
ning in that address.

temp Fixed eight-entry segment that | May be used by any VM function for

holds temporary variables for gen- | any purpose. Shared by all func-
eral use. tions in the program.

Table 4: Every memory segment the Hack bytecode, taken from [NNQ5].

Table [4]was taken directly from the book accompanying the Nand to Tetris course [NNO5].
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Appendix C Dependencies overview

| Dependency | Purpose |
lazy_static Use statics with runtime initialization code. For example
lookup hashmaps
\ regex \ Regular expressions in rust for simple parsing tasks \
wasm-bindgen Generate JS bindings for Wasm code compiled from
Rust
| web-sys | JS standard library bindings for Rust |
\ console_error_panic_hook \ Print the stack trace of a rust panic to the JS console \
wasm-pack CLI to compile Rust to Wasm easier. Not a runtime de-
pendency, just compile time
SDL2 GUI framework. Originally for C, but also usable from
Rust
| Clap | Parse CLI arguments |

Table 5: Every dependency of the project.
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Appendix D Mobile user interface

Upload Files

Start

Reset

Hand in Tetris hannring hall demn.

Gavin Skruaert 2013

not

if-goto WHILE_ENDO
push constant 0
pop local 0

label WHILE_EXP1
push local 0

push this 0

It

not

if-goto WHILE_END1
push local 0

push local 2

add

push local 3

push local 0

add

push this 3

add

pop pointer 1

8 FUTURE WORK

Figure 12: The web-based user interface in a phone format.
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